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MODELLING SPATIO-TEMPORAL RELATIONSHIPS WITH DEEP NEURAL NETWORKS 

TO ESTIMATE COASTAL WATER LEVELS 

ABSTRACT 

Coastal water level data are valuable in many monitoring, emergency management, 

forecast and research applications, yet observation gaps pose a challenge. This study uses 

multilayer perceptron and autoencoder-decoder models to learn the spatio-temporal relationships 

among water levels at 30 stations to estimate the missing water level data. The autoencoder 

approach is found to be the best to provide both accurate and stable estimations. With quality-

controlled inputs, the autoencoder models achieve RMSEs ranging from 2.4 to 7.4 cm on out-of-

sample data. The performances are substantially better than the results of Inverse Distance 

Weighting, which simply defines the spatial relationships as distance-based weights. Missing 

inputs, a critical issue left out of prior studies, are handled in this paper by the Designated Inverse 

Dropout method, which ignores the missing inputs and uses the remaining valid inputs to guarantee 

an output, and the symphony method, which replaces the missing inputs with model estimations at 

the other stations. With the symphony method of applying these models, the RMSEs are further 

reduced to between 2.2 and 6.5 cm, even outperforming the well-validated hydrodynamic model 

hindcasts from the Stevens Flood Advisory System which have RMSEs ranging from 4.2 to 11.3 

cm. The resulting models have many applications beyond improving historical observations, 

including providing nowcast data to support real-time water surface mapping and data assimilation 

in operational hydrodynamic models, and establishing virtual stations to continue to provide water 

level data after a physical observation station is removed. 
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CHAPTER 1 - INTRODUCTION 

 

1.1 Background 

In coastal areas, observed sea levels recorded by tidal gauges are critical information. 

These data are used in a variety of oceanic practices and studies, for under-keel and air draft 

clearance in shipping (e.g. Gurumurthy et al., 2019), and for studies of global sea level rise 

(Church and White, 2011). Spatially distributed water level values are interpolated into 

inundation maps, which are crucial for decision-makers to manage flood events. Historical water 

level records are used in extreme value analysis to estimate future flooding risk, knowing which 

would reduce the potential of losing lives and properties (Orton et al., 2016). Moreover, observed 

water levels are widely used in hydrodynamic modeling, as a part of validation, bias correction, 

data assimilation, boundary forcing and initial conditions (e.g. Georgas and Blumberg, 2010). 

Some hydrodynamic models provide water level predictions required by flood contingency 

response or as daily activity guidance (e.g. Jordi et al., 2019), while others address various 

oceanographic problems of interest (e.g. Kang et al., 2017).  

Observed water level records are not always continuous. Power outages, high-water 

flooding, funding lapses, and even vandalism can cause missing data points. Such gaps could last 

for hours, days, or even forever if the service is suspended. For example, The NOAA gauge 

recordings at Sandy Hook, NJ (NOAA/NOS COOPS, 2018) were absent for a period of two 

months from Oct 30 to Dec 29, 2012, after the primary gauge stopped recording while the water 

level was reaching its peak during Hurricane Sandy. On Dec 7 the secondary gauge recovered, 

and its recordings were verified and backfilled, but there are still 39 days where observations are 

completely lost (Figure 1). When observed water levels are not continuous, the products built 
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upon them are negatively affected. Spatially interpolated inundation maps could lose accuracy in 

regions that lack data points. Extreme water level analysis could miss an event in computing 

probability, given that storms often flood or damage tide gauges and cause data loss. For 

hydrodynamic models, lost observations not only mean lost validation source, but also likely less 

accurate results or even failed runs if they are dependent on observations (e.g. models with built-

in data assimilation). For many oceanographic studies in general, interrupted water level records 

force the researchers to split the dataset into short sections, causing inconveniences and reducing 

value in the data and the results (e.g. Huang et al., 2003).   

 

Figure 1. NOAA observed gauge water level records at Sandy Hook, NJ during and after 

Hurricane Sandy (NOAA/NOS COOPS, 2018). The records from 2012-10-30 00:00 to 2012-12-

07 15:00 UTC are lost. 

 

1.2 Methodological Rationale 

This study uses Artificial Neural Network (ANN) (McCulloch and Pitts, 1943) models as 

a nonlinear regression tool to learn the spatio-temporal relationships among the observed water 
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levels at 30 stations in a coastal area to estimate the missing observations. The waters at the 

stations are interconnected through open channels in an oceanic and estuarine environment, not in 

lakes, reservoirs, aquafers, or underground, where the spatio-temporal relationships are of 

different physics. The observed water level in this coastal environment is broadly split into tide 

and surge. The tide part is the prediction based on established tidal harmonic coefficients from 

harmonic analysis (Parker, 2007). The surge part is the rest, in this environment, determined by 

various contributions brought into the system from wind, atmospheric pressure, river runoff, 

temperature, salinity, precipitation, waves (Orton et al. 2012; Pugh and Woodworth, 2014), and 

everything else other than the harmonic tide. Since the harmonic tide is known, estimation is on 

the surge. 

Instead of attempting to capture the direct relationships between the atmospheric and 

hydrologic forcing elements and the water levels, this study assumes that the combined influence 

from these elements is to some degree embedded in the water level information in the 

surrounding waters, and therefore only pursues the relationships among water levels at the 

stations within a region. In other words, the inputs to the model are restricted to observed water 

levels and their derived products - tides and surges – at different locations and the output is local 

water level, or local surge, which can be reconstructed as total water level by adding back tide. 

This way, the models can be built on any existing water level observation system with their 

existing observation records, with no other dependencies. 

The spatial relationships between stations could be concurrent or with lags in time. The 

temporal sequential nature of tides, surges and river floods are related very closely to the spatial 

variation, due to their propagation as shallow-water waves, and with a large number of water 

level measurement stations there is always spatial information. For an intuitive example, in a 

historical occurrence, at the same time, the local water level was 2 m and the water level at 
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location A was 2.1 m. Assuming their relationship is a constant gradient, the model would capture 

it and use it to estimate the local water level to be 1.9 m when the water level at location A is 2 m. 

When the relationship is in the lags, for a simplified example, the local water level is always the 

same as the water level at location B two hours earlier. The model would capture it and report the 

local water level as 1.5 m if the water level at location B two hours ago was 1.5 m. Every moment 

in time is an independent instance of this spatio-temporal relationship, as a snapshot capturing 

water levels, tides, surges, and their lags in the observation system at that particular moment. 

The temporal aspect in the spatio-temporal relationship only refers to the spatial lags 

between stations but does not include any temporal sequences. In the total water level, the 

harmonic tide is totally controlled by sequential patterns, which are completely captured by the 

harmonic constituents using a year or more of historical data. The surge is more of a balance of 

influence from the atmospheric and hydrologic forcing elements during a particular weather or 

hydrological event. The information of this event does not exist in the past sequences of the 

surges and thus it would be futile to use the sequential pattern to predict the result of the event.  

So, this study utilizes neural network models, which are capable of handling nonlinearity 

and flexible in structure, to capture the spatial patterns, including the lagged spatial patterns, 

within a distributed network of water level observations in order to estimate the current local 

water level. Along this line of reasoning, Huang et al. (2003) explored this spatio-temporal 

relationship in an oceanic environment between a NOAA station and a local station. The last 4 

hourly water level data points at a NOAA station were fed into a 3-layer Multilayer Perceptron 

(MLP) model to estimate the current hourly water level at a local station. He also tested the 

impact of different distances between the NOAA stations and the local station, modelling two 

stations with a distance of 234 km achieved a root mean square error (RMSE) of 0.05 m, while 

modelling two stations with longer distances of 466 and 591 km achieved 0.09 and 0.08 m in 
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RMSE respectively. It shows that MLP models are capable of capturing the spatial relationships 

even when the stations are hundreds of kilometers apart, and with longer distances, less accuracy 

is achieved.  

Spatio-temporal relationships were also explored in several riverine systems, where time-

dependent gravitational flood wave transport is important. Campolo et al. (1999) used the past 

hourly rainfall data from spatially distributed rain gauges, together with past hourly water levels 

data to predict future water levels and found performance was satisfactory when the prediction 

was within 5 hours. Bazartseren et al. (2003) indicated the intuition that the water level change 

upstream is the primary driving force of the water level change downstream. He used both ANN 

and neuro-fuzzy systems to capture this driving force, which is basically the spatial relationship, 

between 2 upstream stations and 1 downstream station in German rivers. Bakar et al. (2017) also 

used the water levels, together with rainfall data, at 2 upstream stations to predict the water levels 

at a downstream station in Malaysia. He applied a Radial Basis Function Network and predicted 

water levels 7 hours ahead with small error. Sung et al. (2017) used upstream water level and 

rainfall data in a single-layer MLP to predict downstream water levels in Korea. He tested a range 

of lookback hours for the input and 1, 2, and 3 hours of lead-time in prediction and found 

satisfactory performance of up to 2 hours lead-time. Bessaih et al. (2004) used spatially 

distributed hourly rainfall, water levels and tide levels in the past hours with current and future 

tide levels to predict water levels at the Siniawan station in Malaysia through a 2-layer MLP. 

Adnan et al. (2012) used water levels at 4 upstream stations in an MLP to predict the peak water 

level at a downstream station. He also applied an Extended Kalman Filter to correct the 

predictions.  

Whereas in some of these studies (Campolo et al., 1999; Bakar et al., 2017; Sung et al., 

2017; Bessaih et al., 2004), features like precipitation, river runoff, temperature, wind speeds and 
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directions are used as input in addition to water levels, this study only uses observed water levels 

and its derivations - harmonic tides and surge - as model inputs. Modelling the direct 

relationships between the water levels and the other the atmospheric and hydrologic forcing 

elements and the sequential relationships in the past local surges could improve statistical 

modeling accuracy. But information from direct relationships with the forcing elements is 

assumed to be well-captured by extracting the spatio-temporal relationships among distributed 

water levels. Information from local surge sequences is considered partially covered or is simply 

neglected. Of course, in future studies, these two relationships could be pursued and, if properly 

integrated, contribute to additional accuracy. 

 

1.3 Methodological Approach 

The water level observation data for this study comes from the Stevens Flood Advisory 

System (SFAS) (Georgas et al., 2016). 30 stations in the extended New York/New Jersey 

Metropolitan Region with records since 2007 are selected to form a regional observation network. 

Tide information is already in the system and is retrieved for use also. 

This study first uses MLP neural network models to learn the spatio-temporal 

relationships in the 30-station regional network for 9 years (2007 to 2015) and applies the learned 

relationships to estimate water levels on a 1-year validation set (2016), or development set as the 

industry calls, and on another 1-year test set (2017). The inputs are hourly data of observed water 

levels, predicted tides, and surges of various combinations. Various time horizons of these 

combinations are put to test.  

Two versions of feature combination selections are applied. The first, regular, one uses 3-

fold cross-validation to compare the 4 feature combinations with lookback periods from 1 to 49 
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hours (2 days) and tide extension periods from 1 to 24 hours (1 day), in total 2,548 model 

variations for each of the 30 stations. The feature combinations with the lowest RMSE is selected 

as the best models. The second version, lighter in computation, uses the whole 9-year training 

data for training and tests the 4 feature combinations with lookback periods from 1 to 25 hours (1 

day) and tide extension periods from 1 to 24 hours (1 day), in total 1,300 model variations for 

each of the 30 stations. It selects the combinations having the lowest Bayesian Information 

Criterion (BIC) as the best models. 

Then, this paper uses autoencoder-decoder models to capture the spatio-temporal 

relationships. Instead of proactively testing various lookback and tide extension periods, 25 hours 

of lookback total water levels, tides and surges and 24 hours of tide extensions are fed into the 

model altogether to train a coding layer, which is a compressed, abstract representation of the 

current state of the distributed water level network. This coding layer is then fed into an 

additional MLP to estimate the water level at the base station. Intuitively, the model is learning 

the relationship between the water level at the base station and the state of the whole observation 

network in the past and the next day.  

One of the problems of using ANN and many other machine learning methods is the 

missing input data, which is a regular case when the observed water levels at the other stations are 

not complete but are expected to be fed into the ANN to estimate the water level at the base 

station. To handle the missing data, it is either salvaged by some form of imputation, or the 

relevant data sections are discarded entirely. In the study of Huang et al. (2003), complete inputs 

are required, and the training data has to be split into shorter datasets due to gaps. Obviously, this 

treatment is not acceptable in an operational system where the missed water levels at the base 

station has to be assigned a value; the incomplete inputs have to be used for estimation. This 

paper introduces a designated inverse dropout (DID) method to integrate the missing data into the 
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neural network inputs. Also, the symphony method is introduced to replace the missing input of a 

model with the estimation of another model. 

 

1.4 Synopsis 

In Chapter 2, all the methods used in this paper are laid out in detail. Section 2.1 

describes the data used for model training, validation, and evaluation. Section 2.2 describes the 

Inverse Distance Weighting (IDW) method and its variations, which are widely used by the 

Geographic Information System (GIS) community, the results of which would be used as the 

baseline performances. Section 2.3 presents the two versions of MLP models for water level 

estimation. Section 2.4 explains the use of autoencoder-decoder. Section 2.5 introduces the 

symphony method – a simple step-forward algorithm to take advantage of the synergy among the 

solo performances of individual station models to estimate the water levels together.  Section 2.6 

presents the model evaluation methods. Chapter 3 presents and compares the results, leading to 

discussions. Chapter 4 presents and demonstrates potential applications. Chapter 5 summarizes 

the primary advancements and conclusions of this study. 
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CHAPTER 2 – METHODOLOGY 

 

2.1 Unique Data Sources 

The extended New York/New Jersey Metropolitan Region is the testbed for this study. It 

includes New York Harbor, New York Bight, Long Island Sound extending to Nantucket in the 

east, New Jersey shores extending into Delaware Bay in the southwest, and Hudson River up to 

Albany in the north. CoreLogic (2018) estimated that in the New York Metropolitan region alone 

726,048 homes are at risk of flooding and the reconstruction cost could be over $277 billion. It is 

beneficial to develop models that have potentials to improve the water level observation system 

for this region.  

The observed water level data in this region is retrieved from the Stevens Flood Advisory 

System (SFAS) (Georgas et al., 2016), which stores data from both Stevens and external stations. 

Observations from Stevens stations, including 11 sensors near the Port Authority of New York 

and New Jersey (the PANYNJ) facilities, are sent back to the servers through cellular connections 

in real-time every 6 minutes, while data from external sources, including tidal gauges of NOAA 

and other institutions and academia, are retrieved from the internet in real-time. Among all the 

stations, 30 of them that have almost 11 years - from Mar 4, 2007 to Dec 31, 2017 - of data 

records and are still in use (none of the selected stations belongs to PANYNJ and thus permission 

for use is not required). They are selected to form a regional water level observation network 

(Figure 2). The station numbers, names and positions are tabulated in Table 1. Astronomical 

tides estimated by harmonic analysis (Georgas and Blumberg, 2010) are also retrieved from 

SFAS for the 30 stations. Observed surges for these stations are computed by subtracting 

harmonic tides from the observed total water levels. 
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Figure 2. Spatial distribution of the 30 selected water level observation stations. 
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# Station lat lon 

0 Great_South_Bay_at_Lindenhurst_NY 40.669167 -73.356111 

1 Reynolds_Channel_at_Point_Lookout_NY 40.593333 -73.584167 
2 Kings_Point_NY 40.810001 -73.764999 

3 Hudson_Bay_at_Freeport_NY 40.6275 -73.575833 

4 Shrewsbury_River_at_Sea_Bright_NJ 40.365556 -73.974722 

5 Barnegat_Bay_at_Barnegat_Light_NJ 39.761111 -74.108056 

6 East_Rockaway_Inlet_at_Atlantic_Beach_NY 40.593056 -73.737778 

7 Sandy_Hook_NJ 40.466667 -74.010002 

8 The_Battery_NY 40.700001 -74.014999 
9 Barnegat_Bay_at_Mantoloking_NJ 40.04 -74.052222 

10 Rockaway_Inlet_near_Floyd_Bennett_Field_NY 40.573611 -73.885556 

11 Bridgeport_CT 41.173332 -73.181664 

12 Bergen_Point_West_Reach_NY 40.639999 -74.146667 

13 Jamaica_Bay_at_Inwood_NY 40.617222 -73.758333 

14 New_Haven_CT 41.283333 -72.908333 

15 Little_Egg_Inlet_near_Tuckerton_NJ 39.508889 -74.324722 
16 Hudson_River_below_Poughkeepsie_NY 41.65083 -73.945 

17 Absecon_Creek__Rte_30_at_Absecon_NJ 39.4225 -74.499722 

18 Atlantic_City_NJ 39.355 -74.418335 

19 Montauk_NY 41.048332 -71.959999 

20 New_London_CT 41.355 -72.08667 

21 Hudson_River_at_Albany_NY 42.64611 -73.74806 

22 Newport_RI 41.505001 -71.326668 
23 Providence_RI 41.806667 -71.401665 

24 Nantucket_MA 41.285 -70.096667 

25 Cape_May_NJ 38.968334 -74.959999 

26 Lewes_DE 38.781666 -75.120003 

27 Ocean_City_Inlet_MD 38.328333 -75.091667 

28 Maurice_River_at_Bivalve_NJ 39.231667 -75.033056 

29 Cohancey_River_at_Greenwich_NJ 39.379167 -75.355278 

Table 1. Selected water level observation stations 

 

It is a unique opportunity that SFAS also provides hydrodynamic model results (Georgas 

et al., 2016, Jordi et al., 2019, and Georgas and Blumberg, 2010) for this region as additional 

validation and comparison. Using the parallel sECOM model at its core, the SFAS takes in 125 

weather model results from various agencies (NCEP, ECMWF, CMC, etc.) as meteorology 

forcing to make forecasts for 96 hours leadtime, 4 times a day at 0, 6, 12, and 18 hours UTC. The 

latest, ensembled forecast results are shown on the frontend website for the lead-time section. On 

the other hand, the data of the past days are ensembled hindcast results, which are forced by 125 

weather ensemble members of past, not forecast, meteorological conditions. They are stored in 
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the backend, replacing the lead-time forecast data every 6-hour cycle and can be queried from the 

frontend. The model also takes in river and freshwater discharges from sources (e.g. 74 USGS 

gages) available in the region as its internal buoyancy forcing. Two years, 2016 and 2017, of 

these hindcasts, ensembled dynamic model water level results are retrieved in this study for 

comparison with the ANN model results. 

The observed water level records contain missing data and occasionally obviously 

inaccurate data, especially during the wintertime and storms. The erroneous records could be 

caused by freezing water or other unknown interferences to the tidal gauges. For example, the 

observed water levels on Feb 12 and 14, 2016 at Station 10, Rockaway Inlet near Floyd Bennett 

Field, NY abruptly dropped and stayed low (Figure 3). Within these periods the observations are 

obviously invalid, especially compared with the hydrodynamic hindcasts. 

 

Figure 3. Example of missing and inaccurate observation data (Stevens Institute of Technology, 

2019). Observed water levels (m) NAVD88 and SFAS hydrodynamic model hindcasts (m) 

NAVD88 in mid-February, 2016. 
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2.2 Inverse Distance Weighting and its variations 

Spatial interpolation is the traditional way to estimate water levels at a location based on 

spatial relationships. Li and Heap (2013) reviewed various types of spatial interpolation methods. 

Among them, Inverse Distance Weighting (IDW), spline, and Kriging are the common choices. 

In this chapter, IDW is applied to the 30-station water level system to provide the benchmark 

performances. 

IDW and its variations were explored by Shepard (1968) and are incorporated as the 

standard tools into a wide range of Geographic Information Systems (GIS) tools. The basic form 

of IDW for calculating the water level at the base station is 

𝑥𝑏 =

∑
𝑥𝑖

𝑑𝑖
𝑘

𝑁
𝑖=0

∑
1

𝑑𝑖
𝑘

𝑁
𝑖=0

    (1) 

, where 𝑖 = 0,1,2, … is the station id. 𝑥𝑖 is the concurrent water level at station 𝑖. 𝑑 is the distance 

between station 𝑖 and the base station. 1/𝑑 is the inverse distance as the weight. 𝑘 is the power 

coefficient, penalizing longer distances, and its common values are 1 (linear weighted), 2 (square 

weighted), and 3 (cubic weighted). 

To accommodate missing data, a binary parameter, 𝑐, is added to indicate whether the 

water level at station 𝑖 is available or not, as  

𝑥𝑏 =

∑
𝑥𝑖𝑐𝑖

𝑑𝑖
𝑘

𝑁
𝑖=0

∑
𝑐𝑖

𝑑𝑖
𝑘

𝑁
𝑖=0

    (2) 
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When 𝑐𝑖 = 0, station 𝑖 is ignored and the interpolation applies to the rest of the stations. 

To keep the computing structure unchanged, the availability parameter at the base station, 𝑐𝑏 ,is 

always 0. 

The distance, 𝑑, between station 𝑖 and base station can be taken as the Great Circle (GC) 

distance, the direct distance on the Earth’s curvy surface. It can be simplified as the Haversine 

distance 

𝑑𝑑𝑖𝑟 = 2𝑎𝑟𝑐𝑠𝑖𝑛 (√sin (
𝑟𝑙𝑎𝑡𝑖 − 𝑟𝑙𝑎𝑡𝑏

2
)

2

+ cos(𝑟𝑙𝑎𝑡𝑖) cos(𝑟𝑙𝑎𝑡𝑏) sin (
𝑟𝑙𝑜𝑛𝑖 − 𝑟𝑙𝑜𝑛𝑏

2
)

2

) 𝑅    (3) 

, where 𝑟𝑙𝑎𝑡 and 𝑟𝑙𝑜𝑛 are latitude and longitude at a station in radians. 𝑅 is the Earth radius, 

which is approximated as 6372.8 km. 

In a coastal environment, the waters between stations are often blocked by capes, barrier 

islands, and other land structures. Spatial interpolation through such barriers are interrupted. The 

common way to interpolate with barriers (ESRI, 2018) is to add the barrier shapes as lines, and if 

the line connecting two interpolation points crosses the barrier line, the node is omitted. This adds 

huge costs to the computation. 

An alternative way is to use IDW with the inverse of around-barrier distances, or barrier 

distances, as the weights, instead of the direct distances, since it is intuitive to redefine the 

distance between 2 stations as the shortest distance along connected waterways, if the coastlines 

are assumed to be impermeable. Then, the Fast Marching Method (FFM) (Sethian, 1995), a 

numerical method for solving the Eikonal equation, can be used to obtain the station-to-station 

distances among the 30 stations around barriers. 
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To apply FFM, first discretize the domain in a Cartesian coordinate system (e.g. UTM) 

with a certain resolution. For this 30-station network, a 50-meter cell size is used, sufficient to 

resolve the connected waterways for its extent. Then convert the cells below mean sea level to 1 

and the rest to 0. Do a connectivity analysis, locate the set of connected cells of 1s that contains 

the 30 stations, and then mask out all the other sets of cells. Next, find the corresponding cell that 

the base station is located and change it to 0 as the initial location of the boundary. Finally, evolve 

the boundary to get a matrix of distances from the 0 cell to any other cell in the 2-D array. The 

barrier distance between station 𝑖 and base station is approximately the value of the cell where 

station 𝑖 is located multiplied by the cell size (by Manhattan distance). For each station, a barrier 

distance map can be created. In this procedure, the FFM part is implemented with the python 

extension module “scikit-fmm” (The scikit-fmm team, 2019). Figure 4 shows two examples of 

the resultant barrier distance maps. The shapes represent the shortest distances through connected 

waterways from any point on the map to the base station. The barrier distances from the other 29 

stations are then extracted from these maps.  

With the barrier distances known, the computation for IDW is strait forward. It is 

significantly lighter than the existing “IDW with barriers” method and more intuitive. 

Both direct distances and barrier distances, together with variations in the power 

coefficient 𝑘 values, 1, 2, and 3, are used in the modified IDW algorithm accounting for missing 

inputs to estimate the hourly water levels at each of the 30 stations for 11 years from 2007 to 

2017. The concurrent water levels at the other 29 stations are the inputs. Root Mean Square 

Errors (RMSE) are calculated to compare between the estimated and the observed water levels. 
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Figure 4. Barrier distance map examples. On the left is Station 2, King’s Point, NY and on the 

right is Station 9, Barnegat Bay at Mantoloking, NJ. The dark dots are the locations of the base 

stations. The white areas are lands. The shades represent the shortest around-barrier distances to 

the base stations in a unit of 50 m. 

 

2.3 Multilayer perceptron models and feature combination selection 

 Instead of a deterministic approach using the inverse distances as weights, a properly 

designed Artificial Neural Network (ANN) model is capable of learning the weights by itself and 

therefore capturing the correct spatial relationships.  As the early work of McCulloch and Pitts 

(1943) set the basic form of neurons and then the feed-forward layered structures, the work of 

Rumelhart et al. (1988) popularized backpropagation and enabled faster training. A variety of 

modern techniques, such as initialization and optimization, were brought in to enhance the 

models in the past decades and the detailed descriptions can be found in the book of Goodfellow 

et al. (2016).  

 



17 
 

2.3.1 Generic model structure 

 A basic form of ANN is the Multilayer perceptron (MLP) model. It consists of an input 

layer, at least one hidden layer, and an output layer, all fully-connected, as illustrated in Figure 5.  

 

Figure 5. MLP generic model structure 

 

In the feed-forward loop, from one layer to the next, the nodes in the next layer are 

𝑎[𝑙] =  𝑔[𝑙](𝑊[𝑙] ⋅ 𝑎[𝑙−1] + 𝑏[𝑙])    (4)  

, where superscript [𝑙] denotes the 𝑙th layer. 𝑊 and 𝑏 are the weights and biases of the layer to be 

computed in a vectorized form. 𝑎[𝑙−1] are the nodes of the previous hidden layer or the input 
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layer. 𝑔 is the activation function. In this study, all the activation functions are the relu function, 

which is 

𝑔(𝑧) =  max (0, 𝑧)    (5)  

In practice, occasionally missing water level data at the other stations appear and are fed 

into the neural network as inputs. To have a guaranteed output in operation, the model has to 

learn from inputs that have missing data in the past. So, two additional terms are added to the 

basic structure of MLP to handle these missed inputs for the input layer [0]. 

𝑎[1] =  𝑔[1](𝑊[1] ⋅ (𝑋 ⊙ 𝐶𝑟) + 𝑏[1])    (6)  

, where 𝑋 is the input array. 𝐶 = [𝑐0, 𝑐1, … , 𝑐𝑛] is 1 or 0 indicating the availability of the input 

nodes. If the input data is available, 𝑐 = 1; and if the input data is missing, 𝑐 = 0. ⊙ denotes 

element-wise multiplication. 𝑟 is the compensation rate, 

𝑟 =
𝑛𝑥

∑ 𝑐𝑖
𝑛𝑥
𝑖=1

    (7) 

, where 𝑐 is the availability of an input node in the availability vector 𝐶 and 𝑛𝑥  is the input size. 

The intuition is to emulate the inverse-dropout method (Srivastava, 2014) which is often applied 

to the hidden layers. But instead of using a uniform dropout rate, the rate is the missing rate of a 

particular set of inputs. The compensation rate is the inverse of the rate of availability to keep the 

weights about the same size. In this paper, this method of handling missing input is called the 

Designated Inverse Dropout (DID) method. 

 There is no activation function for the output layer. The output is  

�̂� =  𝑊[𝐿] ⋅ 𝑎[𝐿−1] + 𝑏[𝐿]    (8) 
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, where 𝐿 is the number of hidden layers plus 1.  

 For a generic model structure, the number of hidden layers is 2. The number of hidden 

units in the first hidden layer is 

𝑛ℎ
[1]

= 𝑖𝑛𝑡(3√𝑛𝑥)    (9) 

, and in the second hidden layer is 

𝑛ℎ
[2]

= 𝑖𝑛𝑡(𝑛ℎ
[1]

/3)    (10) 

The purpose is to keep the generic structure a funnel shape, no matter how the input size changes. 

The cost function is the mean squared error (MSE) 

𝐽(𝑊, 𝑏) =
1

𝑚
∑(𝑓𝑊,𝑏(𝑋𝑗) − 𝑦𝑗)

2
𝑚

𝑗=1

    (11) 

, where 𝑓 is the feed-forward function with weights 𝑊and biases 𝑏.  𝑦 is the observations. 𝑚 is 

the sample size. The objective is to minimize 𝐽, 

min
𝑊,𝑏

𝐽(𝑊, 𝑏)    (12) 

In backpropagation the weights and biases are updated as 

𝑊[𝑙] ≔ 𝑊[𝑙] − 𝛼 𝑑𝑊[𝑙]    (13) 

𝑏[𝑙] ≔ 𝑏[𝑙] − 𝛼 𝑑𝑏[𝑙]    (14) 

, where 𝛼 is the learning rate. 

 The weights are initialized with He initialization (He et al., 2015). Adam (Kingma and 

Ba, 2014) is used for optimization. Early stopping is used to avoid overfitting - if it is a train-
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validation split, early stopping is based on validation; and if it is cross-validation, early stopping 

is based on holdouts. 

 

2.3.2 Input variations 

To estimate the current hourly water level at the base station, the MLP models take in 

inputs of 6 feature combinations and their variations in time horizons (Figure 6). The first feature 

combination is observed water levels only (obso), illustrated on the upper left in the figure. The 

inputs are the current and the past observed hourly water levels at the other 29 stations. The 

output label is the current water level (t = 0) at the base station (red dot). If the time horizon only 

includes the current hour (t = 0), the inputs are the concurrent 29 water levels at the other stations, 

the same as in the IDW spatial interpolation. The difference is that the weights are no longer the 

deterministic inverse distances, but to be learned by the neural network model. Including more 

lookback hours, having 4 for example, the inputs are the water levels at the other 29 stations at 

the current hour (t = 0) and the previous 3 hours (t = -1, -2, and -3), in total 87 data points (to 

avoid a busy plot, only 3 other stations are shown in the illustration). So that the model also learns 

the spatial relationships between the water levels at the base station and the historical water levels 

at the other stations.  

 



21 
 

 

Figure 6. Illustrations of input feature combinations and horizons. Circles, triangles, and squares 

are hourly water levels, surges, and tides respectively. Red dots or triangles represents the output 

labels. The other data points represent model inputs. Only 3 other stations (green, blue, and 

purple) are plotted to represent the other 29 stations. Black represent the tides at the base station. 

Detailed descriptions can be found in the texts. 
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The second feature combination is observed water levels and tides (obso_tid), illustrated 

on the middle left in the figure. The inputs are the current and the past water levels at the other 29 

stations and the current and the past tides at all the 30 stations. The output label is the current 

water level (t = 0) at the base station (red dot). The illustration shows a horizon of 4 lookback 

hours - the inputs are the current (t = 0) and the previous 3 hours (t = -1, -2 and -3) of water levels 

(circles connected by solid lines) at the other 29 stations and the current (t = 0) and the previous 3 

hours (t = -1, -2 and -3) of tides (squares connected by dashed lines) at all the 30 stations (black 

represents tides at the base station). The model learns not only the spatial relationships between 

the water levels at the base station and the water levels at the other stations, but also the 

relationships between the water levels at the base station and the tide levels at all the stations.  

The third feature combination is observed water levels, tides and extended tides 

(obso_tidext), illustrated on the lower left. The inputs are the current and the past water levels at 

the other 29 stations and the current, the past, and the future tides at all the 30 stations. The output 

label is the current water level (t = 0) at the base station (red dot). The illustration shows inputs 

that not only include the same horizon of 4 lookback hours but also a horizon of 2 extended tide 

hours - the additional inputs are the future tides (t = 1 and 2) at all the 30 stations. 

The fourth feature combination is surges only (suro), illustrated on the top right. The 

inputs are the current and the past surges at the other 29 stations. The output is the current (t = 0) 

surge at the base station (red triangle). In the final result, the total water level is reconstructed by 

adding the harmonic tide back. Similarly, the illustration shows a horizon of 4 lookback hours – 

the inputs are the current (t = 0) and the previous 3 hours (t = -1, -2, and -3) of surges at the other 

29 stations. 
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The fifth feature combination is surges and tides (suro_tid), illustrated on the middle 

right. The inputs are the current and the past surges at the other 29 stations and the current and the 

past tides at all the 30 stations. The output is the current (t = 0) surge at the base station (red 

triangle) and then reconstructed as total water level in the final result. The illustration shows a 

horizon of 4 lookback hours - the inputs are the current (t = 0) and the previous 3 hours (t = -1, -2 

and -3) of surges (triangles connected by solid lines) at the other 29 stations and the current (t = 

0) and the previous 3 hours (t = -1, -2 and -3) of tides (squares connected by dashed lines) at all 

the 30 stations (black represents tides at the base station). 

The sixth feature combination is surges, tides and extended tides (suro_tidext), illustrated 

on the bottom right. The inputs are the current and the past surges at the other 29 stations and the 

current, the past, and the future tides at all the 30 stations. The output label is the current surge (t 

= 0) at the base station (red triangle) and then reconstructed as total water level in the final result. 

The illustration shows inputs that not only include the same horizon of 4 lookback hours but also 

a horizon of 2 extended tide hours - the additional inputs are the future tides (t = 1 and 2) at all 

the 30 stations. 

All these feature combinations and their variations in lookback hours and extended tide 

hours are tested with their corresponding generic models to see which feature combination and 

horizons work best for each of the 30 stations. These inputs variations cover all the possible 

combinations of data that a regional water level observation system provides, and these tests act 

as an exhaustive search for the most meaningful spatial relationships between the current hour 

water level (or surge) at the base station and water levels, tides, and surges of the past, the 

present, and the future, in the whole regional observation network. 
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2.3.3 Feather combination selection 

The generic model results of all the feature combinations and their variations in horizons 

are compared together to select the most proper inputs for each of the stations. Two versions of 

selections were applied. 

The regular version (FS) tests the 6 feature combinations with 1 to 49 lookback hours 

incrementally, covering a horizon of the past 2 days, and for the two combinations involving 

extended tides it tests 1 to 24 hours of future tides incrementally. It uses data from 2007 to 2015 

for a 3-fold cross-validation and the holdouts for early stopping. The RMSEs averaged across the 

3 folds are the model performance. The best feature combination and variation in time is selected 

by finding the lowest average RMSEs.  

The light version (FSL) tests the 6 feature combinations with 1 to 25 lookback hours 

incrementally, covering only the past day, and for the two combinations involving extended tides 

it tests 1 to 24 hours of future tides incrementally. It uses all the data from 2007 to 2015 for 

training and the data of 2016 as the validation for early stopping. The best feature combination 

and variation in time is selected by finding the lowest Bayesian Information Criterion (BIC).  

BIC is a commonly used model selection criterion which penalizes the number of 

dimensions (Schwarz, 1978). The inputs selected by BIC are therefore fewer in number and the 

model is lighter in computation. On the other hand, the accuracy is just slightly worse than that 

achieved by the models selected with the lowest RMSEs in the regular version. The BIC is 

computed as 

𝐵𝐼𝐶 = 𝑁 𝑙𝑛 (
𝑅𝑆𝑆

𝑁
) + 𝑛𝑥 ln(𝑁)    (15) 

, where 𝑅𝑆𝑆 is the residual sum of squares. 𝑁 is the sample size. 𝑛𝑥  is the number of features. 
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 The regular version trains 2,548 models in total, with more inputs (and much more 

weights) for the longer lookback horizon cases, each for 3 times for the 3-fold cross-validation. In 

contrast, the light version trains 1,300 models in total and for only 1 time.  

 

 2.3.4 MLP hyperparameter tuning 

With the feature combinations and time horizons selected for each station, the models are 

tuned by random hyperparameter searches. Random values of uniform distributions in various 

ranges are generated for the hyperparameters, on which the models run and their RMSEs are 

compared. 

Five hyperparameters - number of hidden units in the two hidden layers, 𝑛ℎ
[1]

 and 𝑛ℎ
[2]

, 

learning rate, 𝛼, mini-batch size, 𝑏, and dropout rate, 𝑑 are put to test. The searching ranges are  

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 ℎ𝑖𝑑𝑑𝑒𝑛 𝑢𝑛𝑖𝑡𝑠 𝑖𝑛 ℎ𝑖𝑑𝑑𝑒𝑛 𝑙𝑎𝑦𝑒𝑟 1: {𝑛ℎ
[1]

∈ ℤ | 0.5 𝑛∗
ℎ
[1]

≤ 𝑛ℎ
[1]

≤ 1.5 𝑛∗
ℎ
[1]

} 

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 ℎ𝑖𝑑𝑑𝑒𝑛 𝑢𝑛𝑖𝑡𝑠 𝑖𝑛 ℎ𝑖𝑑𝑑𝑒𝑛 𝑙𝑎𝑦𝑒𝑟 2: {𝑛ℎ
[2]

∈ ℤ | 0.2 𝑛∗
ℎ
[2]

≤ 𝑛ℎ
[2]

≤ 0.8 𝑛∗
ℎ
[2]

} 

𝐿𝑒𝑎𝑟𝑛𝑖𝑛𝑔 𝑟𝑎𝑡𝑒: {𝛼 ∈ ℝ | 10−6 ≤ 𝛼 ≤ 10−1} 

𝑀𝑖𝑛𝑖 𝑏𝑎𝑡𝑐ℎ 𝑠𝑖𝑧𝑒: {𝑏 ∈ ℤ | 200 ≤ 𝑏 ≤ 4000} 

𝐷𝑟𝑜𝑝𝑜𝑢𝑡 𝑟𝑎𝑡𝑒: {0, 0.1, 0.2} 

, where the superscript * denotes the parameter in its corresponding generic model. The random 

values for learning rate are taken from a uniform distribution on log scale. 

  For both the regular and the light versions of feather combination selections, the searches 

use all the data from 2007 to 2015 for training and the data of 2016 as validation. 3000 sets of 
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random hyperparameters are tested for each station and for each selection version. The models 

with the lowest RMSEs are selected as the best models. 

 

2.4 Autoencoder-decoder 

Instead of learning spatial relationships between the base station and the other stations 

directly, an autoencoder-decoder model generates a coding layer, which is a compressed, abstract 

representation of the water level information of all the 30 stations, and then relationships between 

the base station and this abstract representation are extracted by an additional MLP to make 

estimations (Figure 7). In the autoencoder-decoder part of the model, the inputs and outputs are 

the same – the model learns to be itself but with restrictions. The restrictions force the model to 

compress information so that only the more useful information is left. The compressed 

information is in the coding layer and is called the code. Detailed descriptions about autoencoder-

decoder can be found in the book of Goodfellow et al. (2016).  

                 

Figure 7. Autoencoder-decoder generic model structure 
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A 3-layer autoencoder is constructed for each station. The inputs are observed water 

levels at the other 29 stations of 25 lookback hours, surges at the other 29 stations of 25 lookback 

hours, and tides at all 30 stations of 25 lookback hours and 24 extended hours. In total, there are 

2920 inputs. Restrictions are applied by being undercomplete - having smaller hidden layers and 

coding layer – and applying L2 regularization. The number of hidden units in the coding layer is 

fixed to 256.  

To handle missing observations from the other stations, Designated Inverse Dropout 

(DID) method is applied to the input layer. 

𝑋 = 𝑋∗ ⊙ 𝐶𝑟    (16) 

, where 𝑋∗ is the raw inputs where missing data is represented by a numeric value such as 999. 

𝐶 = [𝑐0, 𝑐1, … , 𝑐𝑛] is 1 or 0 indicating the availability of the input nodes. If the input data is 

available, 𝑐 = 1; and if the input data is missing, 𝑐 = 0. ⊙ denotes element-wise multiplication. 

𝑟 is the compensation rate, 

𝑟 =
𝑛𝑥

∑ 𝑐𝑖
𝑛𝑥
𝑖=1

    (17) 

, where 𝑐 is the availability of an input node in the availability vector 𝐶 and 𝑛𝑥  is the input size.  

 The weights of the first and the output layers and the weights of the second and the third 

layers are tied to save computation (Géron 2017, p. 417), as   

𝑊[4] = 𝑊′[1]    (18) 

𝑊[3] = 𝑊′[2]    (19) 
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There is no activation for the output layer. The labels are the same as the modified input 

layer 𝑋. The feed-forward and backpropagation loops are the same as those in a regular MLP 

model.  

An additional, 2-layer MLP then uses the coding layer 𝑎[2] from the autoencoder as its 

inputs to generate an output which is the estimation of the water level of the current hour at the 

base station. The numbers of hidden units in the two hidden layers are kept the same but smaller 

than the number of hidden units in the coding layer.  

Hyperparameters in the autoencoder are tuned for number of hidden units of layer 1, 

learning rate, L2 regularization rate, and minibatch size. The searching ranges are  

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 ℎ𝑖𝑑𝑑𝑒𝑛 𝑢𝑛𝑖𝑡𝑠 𝑖𝑛 ℎ𝑖𝑑𝑑𝑒𝑛 𝑙𝑎𝑦𝑒𝑟 1: {𝑛ℎ
[1]

∈ ℤ | 500 ≤ 𝑛ℎ
[1]

≤ 2000} 

𝐿𝑒𝑎𝑟𝑛𝑖𝑛𝑔 𝑟𝑎𝑡𝑒: {𝛼 ∈ ℝ | 10−6 ≤ 𝛼 ≤ 10−1} 

𝐿2 𝑟𝑒𝑔𝑢𝑙𝑎𝑟𝑖𝑧𝑎𝑡𝑖𝑜𝑛: {𝜆 ∈ ℝ | 10−8 ≤ 𝜆 ≤ 10−1} 

𝑀𝑖𝑛𝑖 𝑏𝑎𝑡𝑐ℎ 𝑠𝑖𝑧𝑒: {𝑏 ∈ ℤ | 200 ≤ 𝑏 ≤ 4000} 

The random values are generated from uniform distributions. For learning rate and L2 

regularization, the uniform distributions are on log scale. 

Hyperparameters in the additional MLP are tuned for number of hidden units of hidden 

layers 1 and 2, learning rate, dropout rate, and minibatch size. The searching ranges are  

𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 ℎ𝑖𝑑𝑑𝑒𝑛 𝑢𝑛𝑖𝑡𝑠 𝑖𝑛 ℎ𝑖𝑑𝑑𝑒𝑛 𝑙𝑎𝑦𝑒𝑟 1: {𝑛ℎ
[1]

∈ ℤ | 50 ≤ 𝑛ℎ
[1]

≤ 205} 

𝐿𝑒𝑎𝑟𝑛𝑖𝑛𝑔 𝑟𝑎𝑡𝑒: {𝛼 ∈ ℝ | 10−5 ≤ 𝛼 ≤ 100} 

𝐷𝑟𝑜𝑝𝑜𝑢𝑡 𝑟𝑎𝑡𝑒: {0, 0.1, 0.2, 0.3} 
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𝑀𝑖𝑛𝑖 𝑏𝑎𝑡𝑐ℎ 𝑠𝑖𝑧𝑒: {𝑏 ∈ ℤ | 200 ≤ 𝑏 ≤ 4000} 

The random values are generated from uniform distributions. For learning rate, the uniform 

distributions are on log scale. 

The data from 2007 to 2015 are used for training and the data of 2016 are used for 

validation. 1000 sets of random hyperparameters of the autoencoders are tested for the 30 stations 

and the models with the lowest RMSE are selected. Their coding layers are then used as the 

inputs for the additional MLP models. 3000 sets of random hyperparameters are tested for the 30 

stations and the additional MLP models with the lowest RMSEs are selected. In the end, for each 

station the best model structure and hyperparameters in both the autoencoder part and the MLP 

part are found. 

 

2.5 The symphony method  

 The performance of the best model for a particular station is called the solo performance. 

In a solo performance, as a model takes in recent observations from the other 29 stations, if there 

are missing data in inputs, the model handles them with the DID method by switching off the 

unavailable nodes. If solo performances are good - estimations are sufficiently accurate - the 

missed inputs can be estimated by the models of the corresponding stations first, before they are 

fed into the model for the base station. With the help from models of the other stations, the 

performance of the base station model could be potentially improved. This method is called the 

symphony method, since the performance benefits from concerted efforts.  

In practice, the solo performances on the training data set of the 30 models are ranked 

first, with the lower RMSEs taking precedence. When there are multiple missing inputs, the 
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higher-ranked model runs first to fill one of the missing observations, then the next model in line 

takes over and fills another, until all the missing inputs are filled or the RMSE of the model for 

the base station is the lowest compared to RMSEs at those stations that still have unfilled inputs. 

The purpose is to keep the cumulative error as small as possible – a large accumulation could 

outweigh the benefits of the symphony method. 

 For validation in the development set (2016) and in the test set (2017), the water level 

estimations at the 30 stations are updated hour by hour. As the flowchart (Figure 8) shows, the 

filled data is initially a copy of the observation data. It loops over timesteps, t, from 0 

incrementally to nT, the total number of timesteps. In each loop it ranks the stations by data 

availability, c, (0 = missing; 1 = available) in ascending order, and then by model RMSEs in 

ascending order. The ranked stations (i is the station rank) at that timestep are then looped over. 

The station which misses data at this timestep and whose model has the lowest solo RMSE is 

processed first. The required inputs for this model are retrieved from the filled data, and then are 

fed into the station model to get an output. This output is the estimation of water level of that 

timestep at that station. If the observation is missing, this output is written into the filled data, so 

that the following iterations will use it in their inputs. If the observation is available, it does not 

write so this data point is still the observation in the filled data. Then it moves on to the next 

station, until all 30 stations are looped over and the next timestep begins. In the end, all the 

estimations are stored and are then compared with the observations for model evaluation. 
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Figure 8. Flowchart of the symphony method 

 

2.6 Model evaluation 

The best neural network models are further validated on out of sample data along with 

the SFAS hydrodynamic model hindcasts. Validations metrics are Root Mean Square Error 

(RMSE), RMSE of the highest/lowest 5% and 1% water levels, coefficient of determination R2, 

correlation. Mean Absolute Errors (MAE) are also compared with t-tests to see the statistical 

significance of the differences. 

In addition, Brier Skill Score (BSS) is used to directly compare the neural network 

models and the hydrodynamic model hindcasts. The Brier Skill Score (Von Storch and Zwiers, 

1999) compares the mean squared error of a model to that of a reference model, computed as 
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𝐵𝑆𝑆 = 1 −

1
𝑁

∑ (𝑜𝑏𝑠𝑖 − 𝑛𝑛(𝑋𝑖))
2𝑁

𝑖=1

1
𝑁

∑ (𝑜𝑏𝑠𝑖 − ℎ𝑚𝑖)2𝑁
𝑖=1

    (20) 

, where 𝑜𝑏𝑠𝑖 is all the valid hourly observations. 𝑛𝑛(𝑋𝑖) and ℎ𝑚𝑖 are the neural network model 

outputs and the hydrodynamic model hindcasts for the same hour. 𝑁 is the total number of valid 

observations.  

 As mentioned in Chapter 1, there are occasional inaccurate observations in the data. The 

validation on these data wouldn’t be meaningful, and furthermore as inputs the inaccurate 

observations could confuse the models. To see the model performances in ideal conditions, a 

quality-controlled development set and a quality-controlled test set are prepared. The invalid 

observations are treated as missing values in these two data sets. Model evaluations are conducted 

on both the quality-controlled data sets and the raw data sets. 
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CHAPTER 3 – RESULTS AND DISCUSSIONS 

 

3.1 Spatial interpolation results 

IDW spatial interpolations with power coefficient 𝑘=1, 2, and 3 and based on direct and 

barrier distances are applied to the whole dataset from 2007 to 2017. The results are plotted in 

Figure 9 and tabulated in Table 2. 

 

Figure 9. IDW spatial interpolation RMSEs (m). For each station, the first 3 bars (D) are RMSEs 

using inversed direct distances as weights, and the last 3 bars (B) are RMSEs using inversed 

barrier distances as weights. 𝑘 values are the power coefficients.  
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# Station D,k=1 D,k=2 D,k=3 B,k=1 B,k=2 B,k=3 Min Max 

0 Great_South_Bay_at_Lindenhurst_NY 0.268 0.323 0.358 0.309 0.384 0.404 0.268 0.404 

1 Reynolds_Channel_at_Point_Lookout_NY 0.173 0.100 0.095 0.139 0.078 0.073 0.073 0.173 

2 Kings_Point_NY 0.953 1.029 1.067 0.911 0.967 1.011 0.911 1.067 

3 Hudson_Bay_at_Freeport_NY 0.125 0.058 0.067 0.088 0.061 0.068 0.058 0.125 

4 Shrewsbury_River_at_Sea_Bright_NJ 0.197 0.279 0.328 0.209 0.302 0.342 0.197 0.342 

5 Barnegat_Bay_at_Barnegat_Light_NJ 0.149 0.119 0.111 0.139 0.109 0.112 0.109 0.149 

6 East_Rockaway_Inlet_at_Atlantic_Beach_NY 0.184 0.171 0.188 0.196 0.116 0.089 0.089 0.196 

7 Sandy_Hook_NJ 0.245 0.204 0.220 0.236 0.206 0.237 0.204 0.245 

8 The_Battery_NY 0.184 0.103 0.060 0.198 0.121 0.079 0.060 0.198 

9 Barnegat_Bay_at_Mantoloking_NJ 0.383 0.400 0.391 0.369 0.366 0.342 0.342 0.400 

10 Rockaway_Inlet_near_Floyd_Bennett_Field_NY 0.234 0.136 0.090 0.218 0.113 0.079 0.079 0.234 

11 Bridgeport_CT 0.633 0.463 0.280 0.608 0.383 0.193 0.193 0.633 

12 Bergen_Point_West_Reach_NY 0.217 0.122 0.079 0.216 0.119 0.076 0.076 0.217 

13 Jamaica_Bay_at_Inwood_NY 0.234 0.188 0.194 0.245 0.134 0.105 0.105 0.245 

14 New_Haven_CT 0.530 0.307 0.103 0.510 0.255 0.074 0.074 0.530 

15 Little_Egg_Inlet_near_Tuckerton_NJ 0.095 0.100 0.117 0.089 0.102 0.119 0.089 0.119 

16 Hudson_River_below_Poughkeepsie_NY 0.519 0.489 0.459 0.556 0.573 0.587 0.459 0.587 

17 Absecon_Creek__Rte_30_at_Absecon_NJ 0.168 0.245 0.289 0.178 0.246 0.278 0.168 0.289 

18 Atlantic_City_NJ 0.306 0.304 0.314 0.294 0.292 0.305 0.292 0.314 

19 Montauk_NY 0.104 0.110 0.118 0.112 0.119 0.122 0.104 0.122 

20 New_London_CT 0.087 0.067 0.076 0.079 0.061 0.081 0.061 0.087 

21 Hudson_River_at_Albany_NY 0.924 0.921 0.915 0.915 0.890 0.859 0.859 0.924 

22 Newport_RI 0.260 0.184 0.117 0.256 0.176 0.112 0.112 0.260 

23 Providence_RI 0.295 0.216 0.144 0.279 0.186 0.129 0.129 0.295 

24 Nantucket_MA 0.477 0.499 0.540 0.480 0.494 0.522 0.477 0.540 

25 Cape_May_NJ 0.209 0.164 0.145 0.209 0.165 0.145 0.145 0.209 

26 Lewes_DE 0.130 0.065 0.056 0.128 0.065 0.063 0.056 0.130 

27 Ocean_City_Inlet_MD 0.201 0.238 0.262 0.199 0.236 0.263 0.199 0.263 

28 Maurice_River_at_Bivalve_NJ 0.311 0.265 0.239 0.299 0.245 0.229 0.229 0.311 

29 Cohancey_River_at_Greenwich_NJ 0.510 0.495 0.470 0.504 0.485 0.466 0.466 0.510 

Table 2. IDW spatial interpolation RMSEs (m). In the column names, D represents that inversed 

direct distances are used as weights, and B represents that inversed barrier distances are used as 

weights. 𝑘 values are the power coefficients used.  
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The results show that the stations have their own characteristics in spatial relationships 

with other stations in the region. Among them, those have high RMSEs suggest complicated 

spatial relationships. For example, the highest RMSE, around 1 m, occurs at Station 2, King’s 

Point, NY. It is close to Station 8, the Battery, NY in the Upper Bay and Station 11, Bridgeport, 

CT in the Long Island Sound, where the tidal phases are different. Another example is Station 21, 

Hudson River at Albany, NY, with a RMSE of around 0.9 m. This station is in the upstream of 

the Hudson River, at the edge of the convex hull made up by the 30-station network. 

Understandably, at these locations the IDW method obtains the poorest performances. 

Stations having low RMSEs suggest simple spatial relationships. The best spatial 

interpolation result, an RMSE 0f 0.06 m is at Station 20, New London, CT. Its nearest station is 

Station 19, just across the Long Island Sound on the other side through open waters. 

Stations having declining RMSEs with higher 𝑘 values suggest they have stronger spatial 

relationships to the nearest stations. More weights to the stations nearby yield better results. 

These stations are Stations 1, 3, 8, 10, 11, 12, 13, 14, 22, 23, 25, 26, 28, and 29. 

On the other hand, stations having rising RMSEs with higher 𝑘 values suggest they have 

stronger spatial relationships to the more distant stations. More weights to the closest stations 

give poorer results. These stations are Stations 0, 2, 4, 17, 24, and 27. 

 The performances of using inverse barrier distances as weights and of using inverse 

direct distance as weights are compared side by side in Figure 10. When 𝑘 = 2, 18 stations have 

lower RMSEs based on barrier distances, 7 stations have about the same performances, and 5 

stations have lower RMSEs based on direct distances. However, for the 18 stations with improved 

performances based on barrier distance weights, the reduction in RMSE is not significant.  
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Figure 10. Comparison between using direct distances and barrier distances in IDW. 

 

 To summarize, 6 variations of the IDW method are applied to estimate the water levels at 

the 30 stations. The results show that at some stations the RMSE could be as large as 1 m, while 

at some stations the RMSE could be within 0.1 m. The variation in RMSEs suggests that each 

station has its own characteristics in its spatial relationship with the other stations - a uniform 

deterministic approach does not work well for all, even with some adjustment in parameters and 

weighting representations. These sets of spatial interpolation results would serve as the 

benchmarks to compare with the neural network model results.  
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3.2 Spatial interpolation compared with MLP models 

IDW spatial interpolations, including the 6 variations, are compared with the MLP 

generic models with 1 lookback hour (the current hour). It is a comparison between results of 

using deterministic, distance-based weights and using weights learned by the neural networks. 

Both IDW and MLP are applied to the training dataset from 2007 to 2015. For the MLP models, 

the results are the average RMSEs of 3-fold cross-validation. The results are tabulated in Table 3 

and four representative stations are plotted in Figure 11. Plots for all 30 stations are available in 

Appendix 1. 

# D,k=1 D,k=2 D,k=3 B,k=1 B,k=2 B,k=3 
Interp 

min 
obso obso_tid suro suro_tid 

RMSE 
reduction 

0 0.267 0.309 0.321 0.384 0.357 0.404 0.267 0.049 0.043 0.055 0.043 -81.8% 

1 0.172 0.139 0.101 0.078 0.098 0.073 0.073 0.043 0.037 0.041 0.034 -42.1% 

2 0.951 0.911 1.027 0.967 1.065 1.011 0.911 0.069 0.056 0.062 0.049 -92.4% 

3 0.125 0.088 0.055 0.061 0.064 0.068 0.055 0.032 0.028 0.058 0.026 -40.8% 

4 0.210 0.209 0.289 0.302 0.337 0.342 0.209 0.135 0.126 0.136 0.134 -35.7% 

5 0.143 0.139 0.114 0.109 0.109 0.112 0.109 0.061 0.060 0.067 0.053 -44.2% 

6 0.185 0.196 0.171 0.116 0.188 0.089 0.089 0.033 0.029 0.033 0.026 -63.6% 

7 0.247 0.236 0.207 0.206 0.225 0.237 0.206 0.028 0.025 0.023 0.022 -86.4% 

8 0.184 0.198 0.104 0.121 0.062 0.079 0.062 0.027 0.026 0.025 0.021 -56.8% 

9 0.382 0.369 0.398 0.366 0.390 0.342 0.342 0.083 0.077 0.078 0.073 -75.9% 

10 0.232 0.218 0.133 0.113 0.086 0.079 0.079 0.027 0.023 0.031 0.020 -66.3% 

11 0.632 0.608 0.462 0.383 0.279 0.193 0.193 0.041 0.035 0.029 0.025 -79.0% 

12 0.217 0.216 0.122 0.119 0.080 0.076 0.076 0.031 0.028 0.031 0.025 -59.3% 

13 0.234 0.245 0.189 0.134 0.194 0.105 0.105 0.053 0.046 0.061 0.043 -50.1% 

14 0.528 0.510 0.304 0.255 0.099 0.074 0.074 0.046 0.037 0.033 0.030 -37.2% 

15 0.096 0.089 0.099 0.102 0.116 0.119 0.089 0.068 0.067 0.069 0.067 -24.3% 

16 0.518 0.556 0.489 0.573 0.460 0.587 0.460 0.081 0.063 0.074 0.060 -82.4% 

17 0.171 0.178 0.249 0.246 0.292 0.278 0.171 0.090 0.087 0.091 0.078 -47.3% 

18 0.307 0.294 0.307 0.292 0.318 0.305 0.292 0.050 0.043 0.040 0.039 -83.0% 

19 0.104 0.112 0.110 0.119 0.118 0.122 0.104 0.030 0.028 0.032 0.026 -70.8% 

20 0.087 0.079 0.067 0.061 0.076 0.081 0.061 0.029 0.025 0.025 0.022 -52.7% 

21 0.927 0.915 0.923 0.890 0.917 0.859 0.859 0.231 0.196 0.232 0.201 -73.1% 

22 0.260 0.256 0.184 0.176 0.117 0.112 0.112 0.035 0.030 0.035 0.029 -69.1% 

23 0.294 0.279 0.215 0.186 0.144 0.129 0.129 0.054 0.047 0.053 0.045 -58.3% 

24 0.474 0.480 0.497 0.494 0.538 0.522 0.474 0.083 0.059 0.058 0.056 -82.4% 

25 0.210 0.209 0.166 0.165 0.148 0.145 0.145 0.032 0.027 0.028 0.026 -78.0% 

26 0.131 0.128 0.067 0.065 0.057 0.063 0.057 0.035 0.031 0.029 0.028 -38.5% 

27 0.201 0.199 0.237 0.236 0.260 0.263 0.199 0.039 0.036 0.045 0.033 -80.2% 

28 0.313 0.299 0.268 0.245 0.244 0.229 0.229 0.118 0.107 0.118 0.106 -48.5% 

29 0.516 0.504 0.499 0.485 0.473 0.466 0.466 0.142 0.134 0.149 0.137 -69.6% 

Table 3. Comparison between IDW and MLP generic model in RMSE (m).  
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Figure 11. Comparison between IDW and MLP generic models in RMSE (m). 

 

In Table 3, the units are in meters except for the first and the last columns. The first 

column is the Station ID. Columns 2 through 7 are the RMSEs of the 6 variations of the IDW 

method. “D” represents using direct distance-based weights and “B” using barrier distance-based 

weights. “k” indicates the power coefficient. The best IDW performance – the minimum RMSEs 

among the 6 variations – are put in column 8. Columns 9 through 12 are the RMSEs of MLP 

models with 4 different feature combinations at the current hour as inputs: “obso” represents 

observed water levels only, “obso_tid” observed water levels and tides, “suro” surges only, and 

“suro_tid” surges and tides. The inputs of the obso MLP model and the inputs of all the IDW 

interpolations are the same. Thus, the RMSEs of obso and the lowest RMSEs achieved by the 

IDW variations are compared in the column, RMSE reduction rate, in the end. 
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 The results show that the generic MLP models have significantly lower RMSEs for all 

the 30 stations with RMSE reduction rates ranging from -92.4% to -24.3%. This is illustrated by 

the plots in Figure 11 and in Appendix 1, where the last 4 bars which represent the MLP RMSEs 

are all significantly lower than the first 6 bars which represent the IDW variations. For Station 2, 

King’s Point, NY, where the IDW performance is the worst due to different tidal phases at the 

two ends of the East River, the RMSE is reduced from about 1 m to about 0.06 m, a more than 

90% improvement. For Station 20, New London, CT, where the IDW performance is the best, the 

RMSE is yet still reduced from about 0.07 m to about 0.025 m. For Station 9, Barnegat Bay at 

Mantoloking, NJ, where the tidal gauge is inside the Barnegat Bay not directly connected to the 

ocean, the RMSE is improved from about 0.34 m to about 0.08 m. For Station 21, Hudson River 

at Albany, NY, which is the furthest upstream the Hudson River and at the edge of the 30-station 

convex hull, the RMSE is reduced from about 0.9 m to about 0.2 m. 

 It is evident that the spatial relations among the 30 stations are much better captured by 

the MLP models than the deterministic inverse distance weights. With the relationships learned, 

the MLP models are capable of making highly accurate estimations for the current water levels. 

 

3.3 MLP performance with additional lookback hours  

MLP model performances become better when they see more lookback hours. Figure 12 

shows that at Station 2, King’s Point, NY, the average RMSEs over the 3-fold cross-validation on 

the training dataset (2007-2015), varying the number of lookback hours from 1 to 49, over a 2-

day span. 
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Figure 12. RMSEs of MLP generic models with various lookback hours. The X axis is the 

number of lookback hours. 
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It is obvious that adding a few more lookback hours to the inputs significantly reduces 

the RMSEs for all 4 feature combinations at this station. For the observed water levels only 

(obso) case, the RMSE drops from about 0.07 m to 0.04 m as the model increase its lookback 

hours to 8 – knowing the current hour and the past 7 hours of water levels at the other 29 stations 

to estimate the current water level at the base station. But as more lookback hours come in, the 

model performances stabilize at about the same level. For the surges only case, the RMSEs also 

drop sharply when a few more lookback hours are added, from 0.06 m to about 0.025 m when the 

inputs include 21 lookback hours. Similarly, the performances stabilize as more lookback hours 

are included. This pattern is also found in the other 29 stations, with points of stabilization vary 

from station to station and from feature combination to feather combination.  

This pattern indicates that the MLP models learn better nonlinear relationships between 

the water level at the base station and the water level information at the other 29 stations over 

some past hours than the concurrent relationships. In other words, spatio-temporal relationships 

outperform simple spatial relationships. On the other hand, the stabilization points, the optimal 

lookback hours, vary according to the particular station and the particular feature combination. 

These stabilization points represent the characteristics of a station in its spatio-temporal 

relationships with the other stations and are to be found in order to construct the best MLP model 

for each station. 

 

3.4 MLP model feature combination selections 

 The model features are selected among 6 feature combinations and their variations in 

lookback hours and extended tide hours. The 6 combinations are observed water levels only 

(obso), observed water levels and tides (obso_tid), surges only (suro), surges and tides (suro_tid), 
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observed water levels, tides and extended tides (obso_tidext), and surges, tides and extended tides 

(suro_tidext).  

 Two versions of feature selection are conducted. The regular version tests the generic 

MLP models on lookback hours from 1 up to 49 and extended tidal hours from 1 up to 24. The 

resultant RMSEs, the average over the 3-fold cross-validation on the training dataset (2007 to 

2015) are compiled and visualized in plots like Figure 13. In the plot, the vertical axes are 

lookback hours and the horizontal axes are extended tidal hours. In the left panel, the first column 

(0*) are observed water levels only (obso), the second column (0) are observed water levels and 

tides (obso_tid) with no extended tides, and the rest of the columns are observed water levels, 

tides and extended tides (obso_tidext) with the numbers on top of the columns being the numbers 

of extended tide hours. Likewise, in the right panel, the first column (0*) are surges only (suro), 

the second column (0) are surges and tides (suro_tid) with no extended tides, and the rest of the 

columns are surges, tides and extended tides (suro_tidext) with the numbers on top of the 

columns being the numbers of extended tide hours. The colors on both panels represent the 

RMSEs, the darker, the lower the RMSE and the better performance. The feature combination 

with the lowest RMSE is selected for each of the 30 stations. For example, at Station 2, King’s 

Point, NY, in Figure 13, the lowest RMSE is 0.019 m on the right panel (red triangle), which is a 

suro_tidext combination – the best inputs for this station are 45 lookback hours of surges and 

tides and 14 extended hours of tides. 
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Figure 13. Feature combination and horizon selection for Station 2 – regular version 

  

The second, light, version tests the generic MLP models on lookback hours from 1 up to 

25 and extended tidal hours from 1 up to 24. The resultant model RMSEs on the whole training 

dataset (2007 to 2015) are compiled and visualized in plots like Figure 14. In the plot, the 

vertical axes are lookback hours but have two regimes. On the top are observed water levels and 

tides combinations, and on the bottom are surges and tides combinations. The horizontal axes are 

extended tide hours. In the left panel, the colors represent the Bayesian Information Criterion 

(BIC), the darker, the lower the BIC. On the right panel, the colors represent the RMSEs, the 

darker, the lower the RMSE. The feature combination with the lowest BIC is selected for each of 

the 30 stations. For example, at Station 2, King’s Point, NY, in Figure 14, the lowest BIC is 

where the red triangle is in the left panel, which is a suro_tidext combination – the best inputs for 
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this station are 5 lookback hours of surges and tides and 13 extended hours of tides. The 

corresponding RMSE is 0.020 m (red dot on the right panel). 

 

Figure 14. Feature combination and horizon selection for Station 2 – light version 

 

 For this example at Station 2, the regular version of feature combination selection has a 

superior RMSE, 0.019 m, but it is comparable to the RMSE achieved by the light version, 0.020 

m. However, with the regular version selection the model has 3075 dimensions whereas with the 

light version it has only 685 dimensions. The light version would save computation in the later 

training for hyperparameter tuning and also in estimations in production. At the same time, its 

results are just slightly inferior on the training dataset. 
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 The best feature combinations and their best variations in time found by the two versions 

of selections are compiled in Table 4. For the regular version, most stations require more than 40 

lookback hours. Station 8, the Battery, NY is the least past-dependent, requiring only 24 lookback 

hours. The needs for extended tides vary. Some require more than 10 hours of extended tides, 

while some require fewer or none at all. Station 28, Maurice River at Bivalve, NJ, requires 23 

hours - the longest - of extended tides. All the feature combinations selected are the surge-related 

combinations (suro_tidext or suro) except for Station 4, which prefers the observed water levels 

and tides combination (obso_tidext). For the light version, the lookback hours are restricted to a 

few lookback hours, and the feature choices are invariably the surges and tides combination 

(suro_tidext). 

The optimal lookback hours and extended tide hours in the regular version to some 

degree represent the temporal dependence on the other stations in their spatio-temporal 

relationships. They are plotted on the map in Figure 15, in which the bar heights represent the 

number of hours. It hardly shows any pattern that a station’s temporal dependence is related to 

geography. Various lengths of lookback hours and extended tide hours can be found at stations 

open to the ocean, inside the bays or the barrier islands, or in the river. It suggests that the 

characteristics of every station in its spatio-temporal relationships with the other stations are 

distinctive, not easy to be generalized. Every station has to find its tailored model.  
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# 
Regular version Light version 

features Lookback Extended tides features Lookback Extended tides 

0 suro_tidext 46 9 suro_tidext 2 2 
1 suro_tidext 43 13 suro_tidext 3 7 

2 suro_tidext 45 14 suro_tidext 5 13 

3 suro 38 0 suro_tidext 3 7 

4 obso_tidext 45 8 suro_tidext 5 12 

5 suro_tidext 37 5 suro_tidext 2 10 

6 suro 46 0 suro_tidext 2 2 

7 suro_tidext 41 5 suro_tidext 3 14 
8 suro_tidext 24 10 suro_tidext 3 9 

9 suro_tidext 44 14 suro_tidext 2 11 

10 suro_tidext 47 16 suro_tidext 2 6 

11 suro_tidext 32 6 suro_tidext 4 20 

12 suro_tidext 47 10 suro_tidext 4 15 

13 suro_tidext 30 4 suro_tidext 3 20 

14 suro_tidext 44 17 suro_tidext 2 5 
15 suro 38 0 suro_tidext 2 11 

16 suro_tidext 38 21 suro_tidext 5 19 

17 suro_tidext 49 8 suro_tidext 5 15 

18 suro_tidext 48 18 suro_tidext 3 9 

19 suro_tidext 41 1 suro_tidext 2 3 

20 suro_tidext 35 5 suro_tidext 2 8 

21 suro_tidext 42 1 suro_tidext 6 17 
22 suro_tidext 42 12 suro_tidext 2 17 

23 suro_tidext 43 5 suro_tidext 3 4 

24 suro 49 0 suro_tidext 3 19 

25 suro_tidext 48 1 suro_tidext 2 4 

26 suro 48 0 suro_tidext 2 14 

27 suro_tidext 48 1 suro_tidext 2 13 

28 suro_tidext 49 23 suro_tidext 3 15 

29 suro_tide 29 1 suro_tide 7 23 

Table 4. Feature combination and horizon selections result (hours) 
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Figure 15. Spatial distribution of the optimal lookback hours and extended tide hours. Bar 

heights represent number of hours tabulated in Table 4. 

 

3.5 Hyperparameter tuning and solo performances 

 Random hyperparameters search is conducted for the two sets of MLP models of the 

regular and the light versions of feature combination selections and for the autoencoder-decoder 

models. The best feature combinations, time horizons, model structures, hyperparameters, 

together with their RMSEs on the training, development, and test sets respectively, are tabulated 

in Table 5 and Table 6, and Table 7 for the MLP regular version, the MLP light version, and the 

autoencoder-decoder version. In these tables, nh
[1] and  nh

[2] denote the number of hidden units in 

the first and the second hidden layers. Columns named a, b, d, and l2 are learning rate, mini-batch 

size, dropout rate, and L2 regularization coefficient. All hyperparameter tuning are on the training 
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dataset of 2007 to 2015, with the 2016 data as the validation (development) set and the 2017 data 

as the test set. These best parameters obtained define the best MLP models and the best 

autoencoder-decoder models for the 30 stations. The model performances in RMSEs are 

compiled in the last 3 columns of the tables. 

 

# features Look-back Ext. tides nh
[1] nh

[2] a b d 
rmse 
train 

rmse 
dev 

rmse 
test 

0 suro_tidext 46 9 247 85 6.82E-04 1685 0 0.0139 0.0356 0.0521 

1 suro_tidext 43 13 217 116 2.21E-04 362 0 0.0123 0.0471 0.1060 

2 suro_tidext 45 14 150 78 6.50E-04 825 0 0.0188 0.0492 0.0434 

3 suro 38 0 123 92 2.10E-03 287 0 0.0153 0.0622 0.0903 

4 obso_tidext 45 8 211 115 8.00E-03 629 0 0.0517 0.0977 0.0698 

5 suro_tidext 37 5 201 138 2.02E-04 446 0 0.0203 0.0594 0.0717 

6 suro 46 0 150 97 6.00E-04 383 0 0.0174 0.0643 0.1005 

7 suro_tidext 41 5 204 135 2.07E-04 751 0 0.0117 0.0257 0.0231 

8 suro_tidext 24 10 177 50 9.60E-05 430 0 0.0125 0.0217 0.0236 

9 suro_tidext 44 14 212 69 8.60E-04 1118 0 0.0190 0.0509 0.0552 

10 suro_tidext 47 16 211 102 1.61E-04 1073 0 0.0109 0.1377 0.0975 

11 suro_tidext 32 6 204 54 6.08E-04 1249 0 0.0132 0.0270 0.0288 

12 suro_tidext 47 10 214 67 7.00E-05 566 0 0.0109 0.0279 0.0244 

13 suro_tidext 30 4 190 91 9.80E-05 513 0 0.0163 0.0621 0.1168 

14 suro_tidext 44 17 200 54 3.20E-05 944 0 0.0132 0.0281 0.0246 

15 suro 38 0 146 112 1.15E-04 915 0 0.0254 0.0726 0.0680 

16 suro_tidext 38 21 207 154 1.32E-04 507 0 0.0193 0.0421 0.0403 

17 suro_tidext 49 8 224 133 2.49E-04 1499 0 0.0168 0.0802 0.0557 

18 suro_tidext 48 18 208 164 8.70E-05 349 0 0.0191 0.0379 0.0650 

19 suro_tidext 41 1 140 94 1.48E-04 378 0 0.0114 0.0250 0.0312 

20 suro_tidext 35 5 189 117 4.30E-05 279 0 0.0112 0.0199 0.0231 

21 suro_tidext 42 1 226 99 2.12E-04 753 0 0.0376 0.2285 0.1421 

22 suro_tidext 42 12 209 154 8.50E-05 1087 0 0.0114 0.0248 0.0277 

23 suro_tidext 43 5 226 122 5.30E-05 404 0 0.0168 0.0408 0.0417 

24 suro 49 0 167 40 9.85E-04 982 0 0.0154 0.0547 0.0569 

25 suro_tidext 48 1 224 59 3.50E-05 657 0 0.0126 0.0251 0.0278 

26 suro 48 0 103 24 2.71E-04 1123 0 0.0156 0.0291 0.0288 

27 suro_tidext 48 1 223 120 1.40E-05 635 0 0.0108 0.0337 0.0341 

28 suro_tidext 49 23 167 124 7.12E-04 592 0 0.0219 0.1194 0.0976 

29 suro_tidext 29 1 127 70 1.88E-03 1313 0 0.0320 0.0976 0.0884 

Table 5. Best MLP models (regular version) - inputs, structures, hyperparameters, and 

performances in RMSE (m)  
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# features Look-back Ext. tides nh
[1] nh

[2] a b d 
rmse 
train 

rmse 
dev 

rmse 
test 

0 suro_tidext 2 2 91 30 1.00E-03 500 0 0.0254 0.0349 0.0423 

1 suro_tidext 3 7 71 16 6.38E-03 1160 0.1 0.0279 0.0379 0.0961 

2 suro_tidext 5 13 56 18 1.00E-03 500 0 0.0333 0.0505 0.0483 

3 suro_tidext 3 7 78 48 7.78E-03 1085 0 0.0222 0.0239 0.0448 

4 suro_tidext 5 12 87 45 1.94E-03 2104 0.1 0.0654 0.0755 0.0610 

5 suro_tidext 2 10 67 22 1.00E-03 500 0 0.0355 0.0517 0.0644 

6 suro_tidext 2 2 104 70 5.62E-03 689 0 0.0197 0.0494 0.0733 

7 suro_tidext 3 14 58 33 2.07E-03 1149 0 0.0190 0.0219 0.0235 

8 suro_tidext 3 9 87 31 2.59E-04 449 0 0.0156 0.0207 0.0192 

9 suro_tidext 2 11 102 34 1.00E-03 500 0 0.0261 0.0470 0.0576 

10 suro_tidext 2 6 71 23 1.00E-03 500 0 0.0146 0.1393 0.0785 

11 suro_tidext 4 20 78 26 1.00E-03 500 0 0.0182 0.0271 0.0290 

12 suro_tidext 4 15 69 23 1.00E-03 500 0 0.0176 0.0240 0.0205 

13 suro_tidext 3 20 71 23 1.00E-03 500 0 0.0181 0.0390 0.1010 

14 suro_tidext 2 5 97 64 7.50E-05 521 0 0.0207 0.0272 0.0262 

15 suro_tidext 2 11 63 21 1.00E-03 500 0 0.0433 0.0701 0.0650 

16 suro_tidext 5 19 92 30 1.00E-03 500 0 0.0284 0.0449 0.0396 

17 suro_tidext 5 15 91 35 2.06E-03 334 0 0.0394 0.0751 0.0611 

18 suro_tidext 3 9 84 52 7.60E-04 1140 0 0.0319 0.0378 0.0642 

19 suro_tidext 2 3 80 26 1.00E-03 500 0 0.0175 0.0197 0.0233 

20 suro_tidext 2 8 82 27 1.00E-03 500 0 0.0173 0.0221 0.0259 

21 suro_tidext 6 17 77 25 1.00E-03 500 0 0.0818 0.2255 0.1510 

22 suro_tidext 2 17 65 34 8.51E-04 1048 0 0.0241 0.0264 0.0283 

23 suro_tidext 3 4 66 51 6.37E-04 1024 0.1 0.0340 0.0411 0.0418 

24 suro_tidext 3 19 98 48 6.63E-04 867 0.1 0.0348 0.0486 0.0543 

25 suro_tidext 2 4 65 21 1.00E-03 500 0 0.0185 0.0237 0.0248 

26 suro_tidext 2 14 47 29 1.47E-03 1124 0 0.0245 0.0264 0.0257 

27 suro_tidext 2 13 67 22 1.00E-03 500 0 0.0250 0.0326 0.0330 

28 suro_tidext 3 15 100 68 4.51E-03 315 0 0.0399 0.1350 0.0936 

29 suro_tidext 7 23 115 49 1.14E-02 2145 0 0.0534 0.0936 0.0851 

Table 6. Best MLP models (light version) - inputs, structures, hyperparameters, and 

performances in RMSE (m) 
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# 
Autoencoder MLP rmse 

nh
[1] nh

[2] a b l2 nh
[1] nh

[2] a b d train dev test 

0 838 256 7.5E-05 794 1.1E-05 93 93 4.5E-02 2773 0 0.0361 0.0323 0.0347 

1 1290 256 2.0E-04 474 9.8E-06 184 184 6.2E-04 1330 0.2 0.0298 0.0428 0.0923 

2 1507 256 1.5E-04 2075 4.7E-06 164 164 2.5E-04 486 0.1 0.0405 0.0564 0.0470 

3 951 256 1.5E-04 426 1.4E-05 171 171 5.4E-03 1096 0 0.0292 0.0262 0.0313 

4 809 256 3.6E-04 1558 7.4E-06 183 183 2.9E-02 3387 0.1 0.1335 0.0565 0.0569 

5 1544 256 1.1E-04 776 2.8E-06 47 47 2.9E-03 268 0 0.0494 0.0593 0.0709 

6 1178 256 1.9E-04 648 1.1E-05 50 50 4.0E-02 1719 0 0.0310 0.0484 0.0342 

7 1245 256 1.8E-04 3001 5.1E-06 192 192 1.1E-03 1476 0.1 0.0241 0.0314 0.0328 

8 870 256 1.4E-04 1540 1.2E-05 159 159 8.9E-02 387 0 0.0274 0.0291 0.0326 

9 576 256 6.8E-05 1217 1.9E-05 160 160 2.4E-04 629 0.1 0.0519 0.0493 0.0529 

10 1753 256 7.8E-05 492 1.0E-05 51 51 1.8E-03 745 0 0.0219 0.1340 0.0297 

11 840 256 3.3E-04 2308 1.4E-05 34 34 8.3E-02 1620 0 0.0247 0.0347 0.0312 

12 1529 256 1.4E-04 396 6.9E-06 50 50 6.7E-02 858 0 0.0288 0.0362 0.0366 

13 615 256 1.4E-04 756 1.3E-05 204 204 4.7E-04 1742 0.1 0.0370 0.0483 0.0489 

14 1195 256 1.3E-04 533 4.8E-06 109 109 2.1E-02 1969 0 0.0269 0.0345 0.0273 

15 711 256 1.7E-04 1026 2.3E-05 180 180 6.2E-05 943 0.1 0.0457 0.0652 0.0645 

16 1370 256 1.7E-04 546 1.0E-05 123 123 1.0E-03 1113 0.1 0.0358 0.0433 0.0394 

17 678 256 1.1E-04 462 8.3E-06 105 105 8.5E-03 393 0 0.0359 0.0754 0.0581 

18 548 256 1.6E-04 827 4.6E-06 136 136 3.1E-04 346 0.1 0.0344 0.0446 0.0672 

19 1866 256 2.4E-04 1789 7.9E-06 178 178 7.5E-04 1581 0.1 0.0259 0.0318 0.0336 

20 1423 256 8.0E-05 280 7.2E-06 26 26 5.2E-02 2991 0 0.0276 0.0261 0.0273 

21 661 256 7.8E-05 653 9.8E-06 121 121 4.1E-03 364 0.1 0.1230 0.2036 0.1639 

22 1255 256 2.1E-04 481 1.0E-05 26 26 9.6E-02 306 0 0.0293 0.0305 0.0328 

23 1168 256 5.9E-05 237 1.6E-05 162 162 1.2E-04 1089 0.2 0.0362 0.0494 0.0497 

24 690 256 3.9E-05 292 9.4E-07 198 198 1.7E-04 2801 0.1 0.0335 0.0565 0.0585 

25 1587 256 7.8E-05 500 8.1E-06 178 178 2.1E-02 1606 0 0.0269 0.0299 0.0328 

26 1167 256 1.5E-04 811 4.7E-06 167 167 1.4E-04 252 0.1 0.0276 0.0350 0.0352 

27 1493 256 2.0E-04 554 1.3E-05 67 67 1.4E-03 800 0.1 0.0251 0.0299 0.0320 

28 859 256 1.7E-04 870 1.4E-05 143 143 5.3E-04 1027 0.2 0.0961 0.1149 0.0966 

29 521 256 2.6E-04 2787 1.1E-05 192 192 1.2E-03 2163 0.2 0.1160 0.1001 0.0777 

Table 7. Best Autoencoder models - structures, hyperparameters, and performances in RMSE (m) 

 

The best models of the three approaches - MLP models with feature combination 

selection regular version (FS), MLP models with feature combination selection light version 

(FSL), and autoencoder-decoder models (AE) - are applied to both the raw and the quality-

controlled development set and test set. In the quality-controlled tests, denoted by an additional 

Q, the inaccurate observations (e.g. caused by ice) are treated as missing values. The 

performances of the three approaches on the raw data and the quality-controlled data are 
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compared in Table 8 and visualized in Figure 16. These results, all achieved by the best models 

for each station, are called the solo performances.  

 

# 
Development set Test set 

FS FSL AE FSQ FSLQ AEQ FS FSL AE FSQ FSLQ AEQ 

0 0.0356 0.0349 0.0323 0.0346 0.0346 0.0297 0.0521 0.0423 0.0347 0.0504 0.0414 0.0339 

1 0.0471 0.0379 0.0428 0.0398 0.0371 0.0404 0.1060 0.0961 0.0923 0.0721 0.0561 0.0486 

2 0.0492 0.0505 0.0564 0.0498 0.0502 0.0557 0.0434 0.0483 0.0470 0.0429 0.0482 0.0462 

3 0.0622 0.0239 0.0262 0.0588 0.0227 0.0245 0.0903 0.0448 0.0313 0.0892 0.0438 0.0304 

4 0.0977 0.0755 0.0565 0.0804 0.0526 0.0532 0.0698 0.0610 0.0569 0.0614 0.0519 0.0531 

5 0.0594 0.0517 0.0593 0.0532 0.0402 0.0534 0.0717 0.0644 0.0709 0.0583 0.0477 0.0557 

6 0.0643 0.0494 0.0484 0.0476 0.0392 0.0412 0.1005 0.0733 0.0342 0.1002 0.0726 0.0330 

7 0.0257 0.0219 0.0314 0.0223 0.0206 0.0286 0.0231 0.0235 0.0328 0.0221 0.0230 0.0318 

8 0.0217 0.0207 0.0291 0.0193 0.0184 0.0277 0.0236 0.0192 0.0326 0.0229 0.0191 0.0319 

9 0.0509 0.0470 0.0493 0.0479 0.0460 0.0472 0.0552 0.0576 0.0529 0.0531 0.0566 0.0522 

10 0.1377 0.1393 0.1340 0.0322 0.0417 0.0243 0.0975 0.0785 0.0297 0.0971 0.0783 0.0294 

11 0.0270 0.0271 0.0347 0.0272 0.0275 0.0332 0.0288 0.0290 0.0312 0.0288 0.0289 0.0312 

12 0.0279 0.0240 0.0362 0.0234 0.0211 0.0324 0.0244 0.0205 0.0366 0.0240 0.0204 0.0350 

13 0.0621 0.0390 0.0483 0.0455 0.0363 0.0351 0.1168 0.1010 0.0489 0.1163 0.1006 0.0480 

14 0.0281 0.0272 0.0345 0.0297 0.0271 0.0315 0.0246 0.0262 0.0273 0.0244 0.0261 0.0271 

15 0.0726 0.0701 0.0652 0.0559 0.0548 0.0518 0.0680 0.0650 0.0645 0.0506 0.0491 0.0474 

16 0.0421 0.0449 0.0433 0.0420 0.0450 0.0436 0.0403 0.0396 0.0394 0.0401 0.0393 0.0385 

17 0.0802 0.0751 0.0754 0.0496 0.0509 0.0545 0.0557 0.0611 0.0581 0.0441 0.0460 0.0478 

18 0.0379 0.0378 0.0446 0.0375 0.0377 0.0438 0.0650 0.0642 0.0672 0.0646 0.0640 0.0664 

19 0.0250 0.0197 0.0318 0.0253 0.0197 0.0314 0.0312 0.0233 0.0336 0.0295 0.0223 0.0333 

20 0.0199 0.0221 0.0261 0.0193 0.0221 0.0266 0.0231 0.0259 0.0273 0.0230 0.0259 0.0269 

21 0.2285 0.2255 0.2036 0.2230 0.2231 0.1994 0.1421 0.1510 0.1639 0.1412 0.1500 0.1626 

22 0.0248 0.0264 0.0305 0.0250 0.0263 0.0303 0.0277 0.0283 0.0328 0.0271 0.0281 0.0326 

23 0.0408 0.0411 0.0494 0.0407 0.0412 0.0482 0.0417 0.0418 0.0497 0.0415 0.0418 0.0492 

24 0.0547 0.0486 0.0565 0.0514 0.0473 0.0534 0.0569 0.0543 0.0585 0.0563 0.0541 0.0573 

25 0.0251 0.0237 0.0299 0.0240 0.0234 0.0303 0.0278 0.0248 0.0328 0.0274 0.0246 0.0325 

26 0.0291 0.0264 0.0350 0.0287 0.0259 0.0344 0.0288 0.0257 0.0352 0.0284 0.0256 0.0349 

27 0.0337 0.0326 0.0299 0.0320 0.0331 0.0303 0.0341 0.0330 0.0320 0.0335 0.0327 0.0317 

28 0.1194 0.1350 0.1149 0.0540 0.0574 0.0564 0.0976 0.0936 0.0966 0.0607 0.0559 0.0563 

29 0.0976 0.0936 0.1001 0.0772 0.0718 0.0741 0.0884 0.0851 0.0777 0.0720 0.0621 0.0622 

Table 8. Solo model performances compared in RMSE (m). FS: MLP regular version with raw 

data. FSL: MLP light version with raw data. AE: autoencoder with raw data. FS: MLP regular 

version with quality-controlled data. FSL: MLP light version with quality-controlled data. AE: 

autoencoder with quality-controlled data. 
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Development set (2016) 

 

Test set (2017) 

 

Figure 16. Solo model performances compared in RMSE (m). FS: MLP regular version with raw 

data. FSL: MLP light version with raw data. AE: autoencoder with raw data. FS: MLP regular 

version with quality-controlled data. FSL: MLP light version with quality-controlled data. AE: 

autoencoder with quality-controlled data. 

  

Inaccurate observations damage the model performance in two ways. As inputs, they 

introduce errors. As validation, they report false accuracy. In reality, unless good quality-control 

is provided before they become inputs, neural network models have no answers to this type of 

errors. In Figure 16, the first three bars at each station are the RMSEs achieved with raw data 

feeds, and the last three bars of the same colors are the RMSEs achieved with ideal data feeds. 

Ideal just means that wrong observations are ignored, not that they are replaced by any better 
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values. A wrong observation at a station is an input to the models of the other 29 stations. 

Ignoring it, the performances of the 29 models benefit from removing an error source but the 

benefit is balanced by giving up a predictive source. As the comparison shows, for most of the 

stations (e.g. Stations 15 on development set), the balance is on the positive side, the three RMSE 

bars on the right are lower than those on the left. For some stations (e.g. Station 10 on 

development set), the RMSEs are significantly lowered by ignoring the error observations. For 

Station 10 on the development set, most of the improvement comes from not using the wrong 

validation.  

 The practical performances offer a benchmark of how good the estimations can be in real 

world without quality-controlled data feeds. To study the nature of the models, however, the ideal 

performances are a better window. The following discussions compare the regular version MLP 

models, the light version MLP models, and the autoencoder model in ideal performances. 

 Comparing the two versions of MLP models (FSQ and FSLQ) first, for most of the 

stations their results in RMSEs are comparable. At some stations, FSLQ even achieves slightly 

lower RMSEs. It indicates that the light version of feature combination selection works better 

than the regular version. With train-validation split over 3-fold cross-validation, 25 lookback 

hours over 49 lookback hours, and a BIC-based selection over a RMSE-based selection, it not 

only saves computation but also reduces overfitting to some degree. 

Then comparing the MLP models (FSQ and FSLQ) and the autoencoder models (AEQ), 

on the surface, for most of the stations their RMSEs are comparable, too. This is illustrated in 

Figure 17, in which the RMSE Difference Ratios (RMSEDR),  

𝑅𝑀𝑆𝐸𝐷𝑅𝐹𝑆𝑄 =
𝑅𝑀𝑆𝐸𝐹𝑆𝑄 − 𝑅𝑀𝑆𝐸𝐴𝐸𝑄

𝑅𝑀𝑆𝐸𝐴𝐸𝑄
∗ 100%    (21) 
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𝑅𝑀𝑆𝐸𝐷𝑅𝐹𝑆𝐿𝑄 =
𝑅𝑀𝑆𝐸𝐹𝑆𝐿𝑄 − 𝑅𝑀𝑆𝐸𝐴𝐸𝑄

𝑅𝑀𝑆𝐸𝐴𝐸𝑄
∗ 100%    (22) 

, are plotted for each station. On both development and test sets, for most stations the RMSEDRs 

are within a band about ±35%, verifying that performances of the three approaches are 

comparable at most stations. The black dots and grey dots below the zero-line show that at many 

stations AEQ underperforms FSQ and FSLQ, but the outperformance is within the lower bound 

of the band. Conversely, the black dots and grey dots above zero line far exceed the band upper 

bound at several stations (Stations 3 and 10 on development set and Stations 3, 6, 10 and 13 on 

the test set), indicating significant underperformance by FSQ and FSLQ, having about 100% to 

200% higher RMSEs than AEQ. A possible cause could be that the relationships learned by MLP 

rely heavily on hidden signals linked to one or a few input nodes and tend to follow them under 

all conditions. If these nodes are missing, or if the conditions are not right to follow them, the 

estimation results turn bad. These occurrences are occasional, but the timing and degree of error 

are unpredictable. They are not acceptable in an operational system. On contrary, the autoencoder 

models generalize better. The water level at the base station is not directly related to any of the 

other 29 stations, but to an abstract representation of water level information at all the stations. In 

this way, the autoencoder models are more resilient to missing and disturbing input data feeds and 

changed conditions. 
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Figure 17. Solo model performances compared in RMSE difference ratio. 

 

   Overall, autoencoder-decoder is the preferred approach for stableness and low RMSEs. 

Excluding Station 21, the autoencoder models (AEQ) accomplish RMSEs ranging from 0.024 to 

0.074 m on the development set and from 0.027 to 0.066 m on the test set with quality-controlled 

data feeds. In the real world with raw data feeds, the RMSEs are in ranges from 0.026 to 0.134 m 

on the development set and from 0.027 to 0.097 m on the test set. 

 The RMSEs of the three approaches tested on quality-controlled data feeds (FSQ, FSLQ, 

and AEQ) are mapped on Figure 18 for the development set and on Figure 19 for the test set.  
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Figure 18. Map of ideal model solo performances on the development set (2016). Bar heights 

represent RMSEs (m) tabulated in Table 8. 
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Figure 19. Map of ideal model solo performances on the test set (2017). Bar heights represent 

RMSEs (m) tabulated in Table 8. 

  

The maps show that the worst performances are made by the model at Station 21, Hudson 

River at Albany, NY. The RMSE is about 0.22 m on development set and about 0.16 m on test 

set, far above the RMSEs of the other models. Station 21 is in the upstream of the Hudson River, 

more than 200 km away from the river mouth. It is in the downstream of the Troy Lock and Dam. 

The changes in the river flow, either by nature or by artificial control, would be felt first by this 

station. The information about the changes are not yet in the observations at any other stations. 

With inputs lacking information about further upstream changes, the model would not generate 

outputs that reflect the upstream changes. In another word, the downstream inputs are an 



58 
 

insufficient predictive source for an upstream station. On the contrary, the model at Station 16, 

Hudson River below Poughkeepsie, NY, located in the Hudson River halfway between Station 21 

and the river mouth, has good performances of about 0.04 m in RMSEs on both development and 

test sets. Because its inputs include the observations at Station 21, information of water levels 

upstream for the current and the past hours, which have predictive value.  

 Figure 19 also shows that the cluster of stations in the Jamaica Bay and around the Long 

Beach, NY - Station 10, Rockaway Inlet near Floyd Bennett Field, NY, Station 13, Jamaica Bay 

at Inwood, NY, Station 6, East Rockaway Inlet at Atlantic Beach, NY, Station 1, Reynolds 

Channel at Point Lookout, NY, and Station 3, Hudson Bay at Freeport, NY – have high RMSEs 

on the test sets with the MLP approaches, whereas the autoencoder performances are fine. It 

suggests that some local disturbances lead the MLP models in the area losing accuracy altogether, 

but they do not affect the autoencoder models. This corroborates the previous reasoning that the 

MLP models could be trained to pay too much attention to hidden signals linked to one or a few 

certain stations, and the over-dependence leads to large errors when the dependent nodes are 

disrupted, or the conditions of dependence are not right. The excellent performances of the 

autoencoder models in the same area show that they are more resilient to local disturbances.  

 In summary, the best models are established for the two versions of MLP models and the 

autoencoder-decoder models. Their performances in RMSEs, or their solo performances, are 

compared. The autoencoder-decoder models are the best for their high accuracy and stability. The 

MLP models can achieve comparable - or even slightly better - performances, but they are less 

stable. The light version of feature combination selection is better than the regular version; it 

saves computational costs and achieves comparable or better results. The quality of input data is 

important as the models are susceptible to wrong feeds. Finally, the models are limited in their 

use to estimate water levels at stations in the furthest upstream rivers. 
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3.6 Results of the symphony method 

 The symphony method, explained in Section 2.5, uses the estimation of a model to 

replace the missing observation in another model’s inputs. With quality-controlled data inputs, 

the symphony method is applied to the optimal models of all 3 approaches on both the 

development set and the test set. The ranking is based on the RMSEs of the solo performances on 

the training set in an ascending order. The results are tabulated in Table 9 and visualized in 

Figure 20.  

 

# 

Development Test 

FSQ FSLQ AEQ FSQ FSLQ AEQ 

solo symp solo symp solo symp solo symp solo symp solo symp 

0 0.0346 0.0330 0.0346 0.0330 0.0297 0.0276 0.0504 0.0496 0.0414 0.0392 0.0339 0.0321 

1 0.0398 0.0386 0.0371 0.0363 0.0404 0.0391 0.0721 0.1057 0.0561 0.0959 0.0486 0.0476 

2 0.0498 0.0489 0.0502 0.0488 0.0557 0.0530 0.0429 0.0419 0.0482 0.0469 0.0462 0.0435 

3 0.0588 0.0573 0.0227 0.0214 0.0245 0.0230 0.0892 0.0870 0.0438 0.0425 0.0304 0.0291 

4 0.0804 0.0476 0.0526 0.0455 0.0532 0.0454 0.0614 0.0470 0.0519 0.0496 0.0531 0.0486 

5 0.0532 0.0610 0.0402 0.0491 0.0534 0.0511 0.0583 0.0710 0.0477 0.0638 0.0557 0.0541 

6 0.0476 0.0497 0.0392 0.0437 0.0412 0.0390 0.1002 0.0965 0.0726 0.0702 0.0330 0.0320 

7 0.0223 0.0207 0.0206 0.0191 0.0286 0.0254 0.0221 0.0211 0.0230 0.0217 0.0318 0.0298 

8 0.0193 0.0183 0.0184 0.0180 0.0277 0.0249 0.0229 0.0222 0.0191 0.0191 0.0319 0.0294 

9 0.0479 0.0449 0.0460 0.0426 0.0472 0.0444 0.0531 0.0517 0.0566 0.0573 0.0522 0.0511 

10 0.0322 0.1380 0.0417 0.1396 0.0243 0.0221 0.0971 0.0975 0.0783 0.0777 0.0294 0.0280 

11 0.0272 0.0260 0.0275 0.0270 0.0332 0.0302 0.0288 0.0283 0.0289 0.0286 0.0312 0.0304 

12 0.0234 0.0218 0.0211 0.0204 0.0324 0.0283 0.0240 0.0233 0.0204 0.0201 0.0350 0.0326 

13 0.0455 0.0410 0.0363 0.0281 0.0351 0.0310 0.1163 0.1154 0.1006 0.0973 0.0480 0.0457 

14 0.0297 0.0278 0.0271 0.0260 0.0315 0.0292 0.0244 0.0241 0.0261 0.0254 0.0271 0.0260 

15 0.0559 0.0726 0.0548 0.0703 0.0518 0.0512 0.0506 0.0657 0.0491 0.0635 0.0474 0.0464 

16 0.0420 0.0396 0.0450 0.0439 0.0436 0.0403 0.0401 0.0385 0.0393 0.0380 0.0385 0.0359 

17 0.0496 0.0827 0.0509 0.0802 0.0545 0.0465 0.0441 0.0649 0.0460 0.0659 0.0478 0.0452 

18 0.0375 0.0360 0.0377 0.0365 0.0438 0.0415 0.0646 0.0637 0.0640 0.0633 0.0664 0.0650 

19 0.0253 0.0244 0.0197 0.0193 0.0314 0.0299 0.0295 0.0288 0.0223 0.0219 0.0333 0.0325 

20 0.0193 0.0189 0.0221 0.0219 0.0266 0.0246 0.0230 0.0220 0.0259 0.0223 0.0269 0.0259 

21 0.2230 0.2117 0.2231 0.2159 0.1994 0.1836 0.1412 0.1360 0.1500 0.1455 0.1626 0.1597 

22 0.0250 0.0246 0.0263 0.0260 0.0303 0.0286 0.0271 0.0264 0.0281 0.0270 0.0326 0.0308 

23 0.0407 0.0403 0.0412 0.0407 0.0482 0.0457 0.0415 0.0410 0.0418 0.0416 0.0492 0.0476 

24 0.0514 0.0497 0.0473 0.0465 0.0534 0.0502 0.0563 0.0531 0.0541 0.0527 0.0573 0.0533 

25 0.0240 0.0228 0.0234 0.0222 0.0303 0.0270 0.0274 0.0268 0.0246 0.0243 0.0325 0.0311 

26 0.0287 0.0286 0.0259 0.0256 0.0344 0.0323 0.0284 0.0275 0.0256 0.0250 0.0349 0.0337 

27 0.0320 0.0314 0.0331 0.0316 0.0303 0.0282 0.0335 0.0333 0.0327 0.0319 0.0317 0.0309 

28 0.0540 0.1430 0.0574 0.1441 0.0564 0.0528 0.0607 0.1258 0.0559 0.1260 0.0563 0.0553 

29 0.0772 0.0801 0.0718 0.0770 0.0741 0.0616 0.0720 0.1112 0.0621 0.1076 0.0622 0.0591 

Table 9. Symphony performances compared to solo performances with quality-controlled feeds. 

All performance values are RMSEs (m). 
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Development set (quality-controlled feeds) 

 

Test set (quality-controlled feeds) 

 

Figure 20. Symphony performances compared to solo performances with quality-controlled 

feeds. 

 

 For the autoencoder-decoder models, symphony method invariably improves the 

performances at all the 30 stations. On the development set, the minimum, median, and maximum 

RMSE reduction rates are 1.2%, 7.0%, and 16.9% from the solo performances. There are 8 

stations where the improvements are more than 10%. On the test set, the minimum, median, and 

maximum RMSE reduction rates are 1.6%, 4.3%, and 8.4% from the solo performances.  

 Symphony method with MLP models, in both regular and light versions, also improves 

the solo performances for most of the stations. But at some stations, Stations 10, 15, 17, 28, and 

29 for example, the symphony results are worse than the solo results by a big margin. The 
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accumulation of error is amplified by the symphony method, outweighing the benefits of having 

more inputs. This, again, underscores the superior stability of the autoencoder models. 

 RMSE Difference Ratios (RMSEDF) are plotted for the symphony results for the 

development and test sets (Figure 21).  Similar to the solo results, most of the difference ratios 

are with a narrow band suggesting comparable performances. But at Stations 3 and 10 on the 

development set and at Stations 3, 6, 10, and 13, the RMSEDFs are far above the band indicating 

poorer performances of the MLP models. Overall, symphony AEQ never underperform 

symphony FSQ more than 27% and 29% on development set and test set, and never underperform 

symphony FSLQ more than 36% and 39% on development set and test set. On the opposite side, 

symphony FSQ underperforms symphony AEQ up to 149% and 248% on development set and 

test set, and FSLQ underperforms symphony AEQ up to 86% and 178% on development set and 

test set. One of the MLP model underperforming periods (early Feb 2017 at Station 10) is plotted 

in Figure 22 as an example in details, in which both FSQ and FSLQ unexpectedly overestimate 

the high tides. 

Both invariable reduction in RMSEs with the symphony method and limited 

underperformance reflected by RMSEDR imbalances indicate that autoencoder-decoder models 

are more stable. 
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Figure 21. Symphony model performances compared in RMSE difference ratio. 

 

 

Figure 22. Example of superior stableness in autoencoder models. 
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The accuracy of the three approaches are compared in two additional metrics: inter-

percentile Normalized Root Mean Square Error (NRMSE) and 95th percentile Absolute Error 

(95p AE) (Table 10). NRMSE (Figure 23) is the RMSE normalized by the difference between 

the 75 percentile and the 25 percentile of the observations. 

𝑁𝑅𝑀𝑆𝐸 =
𝑅𝑀𝑆𝐸

𝑃75(𝑜𝑏𝑠) − 𝑃25(𝑜𝑏𝑠)
∗ 100%    (23) 

, where 𝑃𝑖 denotes the i-th percentile. As the normalization is on the inter-percentile range of each 

station, the NRMSEs can be averaged across stations. The average NRMSEs of FSQ, FSLQ, and 

AEQ are 6.3%, 5.9%, and 6.1% on the development set, and 7.5%, 6.8%, and 6.5% on the test 

set. The differences in NRMSEs are small. 95p AE (Figure 24) is the 95th percentile of absolute 

differences between observations and model estimations. 

95𝑝 𝐴𝐸 = 𝑃95(|𝑜𝑏𝑠 − 𝑚𝑜𝑑|)    (24) 

Excluding Station 21, the 95p AEs of FSQ, FSLQ, and AEQ range from 0.03 to 0.11, from 0.03 

to 0.11, and from 0.04 to 0.12 m on the development set, and range from 0.04 to 0.14, from 0.04 

to 0.12, and from 0.05 to 0.12 m on the test set. All the 95p AE ranges are close. Small difference 

in NRMSEs and close ranges in 95p AE again show that the accuracy of the two versions of MLP 

models and the autoencoder models are comparable. 
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# 

Development Test 

NRMSE 95p Abs Err (m) NRMSE 95p Abs Err (m) 

FSQ FSLQ AEQ FSQ FSLQ AEQ FSQ FSLQ AEQ FSQ FSLQ AEQ 

0 11.8% 11.8% 9.8% 0.0670 0.0661 0.0574 17.5% 13.8% 11.3% 0.0908 0.0802 0.0653 

1 4.9% 4.6% 5.0% 0.0911 0.0817 0.0871 9.1% 7.1% 6.0% 0.0801 0.0628 0.0648 

2 2.9% 2.9% 3.1% 0.1030 0.0998 0.1216 2.5% 2.8% 2.6% 0.0819 0.0901 0.0865 

3 7.5% 2.8% 3.0% 0.1137 0.0412 0.0456 11.4% 5.5% 3.8% 0.1462 0.0642 0.0579 

4 7.3% 7.0% 7.0% 0.0827 0.0916 0.0845 7.2% 7.6% 7.5% 0.0863 0.0976 0.0926 

5 12.0% 8.9% 11.6% 0.0933 0.0646 0.0897 13.3% 10.8% 12.4% 0.0987 0.0759 0.0923 

6 5.3% 4.4% 4.7% 0.0709 0.0521 0.0598 11.5% 8.4% 3.8% 0.0920 0.0574 0.0615 

7 2.2% 2.1% 2.8% 0.0409 0.0375 0.0507 2.3% 2.3% 3.2% 0.0413 0.0427 0.0528 

8 2.0% 2.0% 2.7% 0.0354 0.0348 0.0503 2.4% 2.1% 3.2% 0.0427 0.0357 0.0546 

9 21.4% 20.3% 21.1% 0.0895 0.0848 0.0879 23.2% 25.8% 22.9% 0.1032 0.1141 0.0986 

10 3.2% 4.1% 2.2% 0.0646 0.0803 0.0436 9.7% 7.8% 2.8% 0.1006 0.1074 0.0489 

11 1.9% 2.0% 2.2% 0.0458 0.0469 0.0546 2.1% 2.1% 2.2% 0.0515 0.0512 0.0570 

12 2.2% 2.0% 2.8% 0.0420 0.0404 0.0565 2.3% 2.0% 3.3% 0.0463 0.0383 0.0628 

13 3.8% 2.6% 2.9% 0.0809 0.0546 0.0618 11.0% 9.3% 4.4% 0.1291 0.0915 0.0861 

14 2.3% 2.2% 2.4% 0.0497 0.0454 0.0534 2.0% 2.1% 2.2% 0.0473 0.0487 0.0515 

15 9.8% 9.3% 9.1% 0.0805 0.0798 0.0763 8.9% 8.5% 8.3% 0.0835 0.0726 0.0705 

16 6.2% 6.9% 6.3% 0.0785 0.0864 0.0789 6.0% 5.9% 5.6% 0.0757 0.0757 0.0711 

17 5.6% 5.8% 5.8% 0.0763 0.0860 0.0809 5.1% 5.4% 5.6% 0.0818 0.0863 0.0885 

18 4.5% 4.6% 5.2% 0.0724 0.0726 0.0831 8.0% 8.0% 8.2% 0.1029 0.1042 0.1136 

19 6.3% 5.0% 7.7% 0.0468 0.0381 0.0590 7.3% 5.5% 8.2% 0.0578 0.0442 0.0633 

20 3.9% 4.5% 5.1% 0.0354 0.0409 0.0468 4.4% 4.5% 5.2% 0.0448 0.0439 0.0514 

21 20.8% 21.2% 18.0% 0.4054 0.4099 0.3605 13.2% 14.2% 15.6% 0.2591 0.2867 0.3055 

22 3.6% 3.8% 4.2% 0.0482 0.0504 0.0565 3.8% 3.9% 4.5% 0.0515 0.0530 0.0616 

23 5.0% 5.1% 5.7% 0.0776 0.0793 0.0889 5.1% 5.1% 5.9% 0.0804 0.0831 0.0916 

24 8.3% 7.7% 8.4% 0.0976 0.0928 0.1024 8.8% 8.7% 8.8% 0.1049 0.1054 0.1089 

25 2.4% 2.3% 2.8% 0.0441 0.0429 0.0521 2.8% 2.6% 3.3% 0.0521 0.0494 0.0630 

26 3.5% 3.1% 4.0% 0.0540 0.0501 0.0632 3.4% 3.1% 4.2% 0.0538 0.0502 0.0671 

27 7.5% 7.6% 6.8% 0.0598 0.0625 0.0543 8.1% 7.8% 7.5% 0.0662 0.0633 0.0613 

28 4.8% 5.0% 5.0% 0.0875 0.0952 0.0918 5.6% 5.1% 5.2% 0.1015 0.1014 0.1063 

29 6.3% 6.1% 6.1% 0.1147 0.1096 0.1168 7.2% 6.2% 6.0% 0.1419 0.1192 0.1174 

Avg 6.3% 5.9% 6.1%    7.5% 6.8% 6.5%    

Table 10. Comparison of symphony results in NRMSE and 95 percentile absolute error. 
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Figure 23. Comparison of symphony results in NRMSE. 

 

 

 

Figure 24. Comparison of symphony results in 95 percentile absolute error. 
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The symphony method is also applied to the optimal MLP and autoencoder models with 

raw data feeds. The results are tabulated in Table 10 and visualized in Figure 25. With real-

world data inputs, the symphony method with autoencoder models also invariably improves the 

performances at all the 30 stations. 

 

# 

Development Test 

FS FSL AE FS FSL AE 

solo symp solo symp solo symp solo symp solo symp solo symp 

0 0.0356 0.0347 0.0349 0.0334 0.0323 0.0300 0.0521 0.0514 0.0423 0.0402 0.0347 0.0330 

1 0.0471 0.0467 0.0379 0.0372 0.0428 0.0413 0.1060 0.1057 0.0961 0.0959 0.0923 0.0919 

2 0.0492 0.0483 0.0505 0.0488 0.0564 0.0540 0.0434 0.0423 0.0483 0.0471 0.0470 0.0445 

3 0.0622 0.0615 0.0239 0.0228 0.0262 0.0247 0.0903 0.0884 0.0448 0.0435 0.0313 0.0302 

4 0.0977 0.0883 0.0755 0.0735 0.0565 0.0543 0.0698 0.0653 0.0610 0.0599 0.0569 0.0540 

5 0.0594 0.0589 0.0517 0.0511 0.0593 0.0578 0.0717 0.0716 0.0644 0.0643 0.0709 0.0698 

6 0.0643 0.0623 0.0494 0.0480 0.0484 0.0468 0.1005 0.0968 0.0733 0.0709 0.0342 0.0333 

7 0.0257 0.0243 0.0219 0.0209 0.0314 0.0287 0.0231 0.0221 0.0235 0.0222 0.0328 0.0310 

8 0.0217 0.0208 0.0207 0.0204 0.0291 0.0265 0.0236 0.0230 0.0192 0.0193 0.0326 0.0305 

9 0.0509 0.0495 0.0470 0.0458 0.0493 0.0474 0.0552 0.0541 0.0576 0.0583 0.0529 0.0521 

10 0.1377 0.1377 0.1393 0.1392 0.1340 0.1325 0.0975 0.0980 0.0785 0.0779 0.0297 0.0286 

11 0.0270 0.0258 0.0271 0.0266 0.0347 0.0322 0.0288 0.0284 0.0290 0.0286 0.0312 0.0306 

12 0.0279 0.0267 0.0240 0.0233 0.0362 0.0339 0.0244 0.0236 0.0205 0.0202 0.0366 0.0344 

13 0.0621 0.0617 0.0390 0.0361 0.0483 0.0455 0.1168 0.1158 0.1010 0.0977 0.0489 0.0469 

14 0.0281 0.0268 0.0272 0.0259 0.0345 0.0318 0.0246 0.0243 0.0262 0.0255 0.0273 0.0264 

15 0.0726 0.0720 0.0701 0.0691 0.0652 0.0635 0.0680 0.0674 0.0650 0.0641 0.0645 0.0641 

16 0.0421 0.0407 0.0449 0.0444 0.0433 0.0414 0.0403 0.0388 0.0396 0.0384 0.0394 0.0368 

17 0.0802 0.0786 0.0751 0.0732 0.0754 0.0700 0.0557 0.0541 0.0611 0.0589 0.0581 0.0566 

18 0.0379 0.0366 0.0378 0.0370 0.0446 0.0429 0.0650 0.0642 0.0642 0.0635 0.0672 0.0662 

19 0.0250 0.0244 0.0197 0.0194 0.0318 0.0305 0.0312 0.0305 0.0233 0.0229 0.0336 0.0330 

20 0.0199 0.0194 0.0221 0.0220 0.0261 0.0247 0.0231 0.0222 0.0259 0.0224 0.0273 0.0266 

21 0.2285 0.2169 0.2255 0.2195 0.2036 0.1884 0.1421 0.1359 0.1510 0.1453 0.1639 0.1606 

22 0.0248 0.0246 0.0264 0.0261 0.0305 0.0293 0.0277 0.0271 0.0283 0.0273 0.0328 0.0313 

23 0.0408 0.0405 0.0411 0.0407 0.0494 0.0468 0.0417 0.0411 0.0418 0.0417 0.0497 0.0483 

24 0.0547 0.0526 0.0486 0.0476 0.0565 0.0543 0.0569 0.0540 0.0543 0.0529 0.0585 0.0547 

25 0.0251 0.0242 0.0237 0.0231 0.0299 0.0282 0.0278 0.0273 0.0248 0.0245 0.0328 0.0317 

26 0.0291 0.0284 0.0264 0.0260 0.0350 0.0334 0.0288 0.0281 0.0257 0.0252 0.0352 0.0342 

27 0.0337 0.0330 0.0326 0.0318 0.0299 0.0285 0.0341 0.0336 0.0330 0.0323 0.0320 0.0314 

28 0.1194 0.1084 0.1350 0.1269 0.1149 0.1051 0.0976 0.0931 0.0936 0.0877 0.0966 0.0935 

29 0.0976 0.0919 0.0936 0.0901 0.1001 0.0951 0.0884 0.0908 0.0851 0.0829 0.0777 0.0745 

Table 11. Symphony performances compared to solo performances with raw data feeds. All 

performance values are RMSEs (m). 
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Development set (raw data feeds) 

 

Test set (raw data feeds) 

 

Figure 25. Symphony performances compared to solo performances with raw data feeds. 

 

 In summary, by replacing missing inputs with accurate solo model outputs, the symphony 

method is capable of improving the overall accuracies. The symphony method works well with 

the autoencoder models with both quality-controlled data feeds and raw data feeds, showing 

excellent accuracy and stability. As a final verdict, the three approaches are capable of achieving 

comparable high accuracies, but the autoencoder-decoder models are more compatible with the 

symphony method, more stable in its protected downside in accuracies relative to the MLP 

models and should be used for water level estimations in this 30-station network.  
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3.7 Model evaluation and comparison with hydrodynamic model hindcasts 

 Model evaluation results of autoencoder models with symphony method and of the SFAS 

hydrodynamic model hindcasts are tabulated and plotted side by side for comparison. The 

validation metrics are  

• RMSE: representing the overall magnitude of error. 

• RMSE of the top (bottom) 5% water levels: representing the magnitude of errors when 

the water level is high (low). 

• RMSE of the top (bottom) 1% water levels: representing the magnitude of errors when 

the water level is very high (low). 

• R2: the ratio of the explained variance to the total variance, less or equal to 1 with 1 being 

perfect. 

• Correlation: the degree to which two variables move in relation to each other, with a 

value between -1 and 1, -1 being perfect negative correlated, 0 uncorrelated, and 1 perfect 

positively correlated. 

• Brier Skill Score (BSS): the degree of improvement of a model performance compared to 

a reference model, with a value less than or equal to 1; BSS is 1 when the model is 

perfect, 0 when the model performs as the same as the reference model, and negative 

when the model performs poorer than the reference model. 

The symphony/autoencoder models with quality-controlled data feeds and the 

hydrodynamic model hindcasts are validated on the quality-controlled observations in the 

development set and the test set. The performances on the metrics are tabulated in Table 11 and 

Table 12 and visualized in Figure 26 and Figure 27. 
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# 
RMSE 

Top 5% 
RMSE 

Bot 5% 
RMSE 

Top 1% 
RMSE 

Bot 1% 
RMSE 

R2 Correlation 
BSS 

AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ 

0 0.0276 0.0603 0.0414 0.0719 0.0450 0.0781 0.0552 0.0985 0.0685 0.0874 0.983 0.917 0.991 0.969 0.79 

1 0.0391 0.0546 0.0380 0.0672 0.0413 0.0554 0.0380 0.0761 0.0460 0.0518 0.993 0.987 0.997 0.994 0.49 

2 0.0530 0.0974 0.0720 0.0808 0.0510 0.1136 0.1071 0.0796 0.0634 0.1449 0.996 0.988 0.998 0.994 0.70 

3 0.0230 0.0569 0.0277 0.0676 0.0289 0.0654 0.0317 0.0786 0.0392 0.0641 0.998 0.985 0.999 0.994 0.84 

4 0.0454 0.0841 0.0498 0.0683 0.0942 0.1050 0.0651 0.0852 0.1703 0.1479 0.987 0.957 0.995 0.979 0.71 

5 0.0511 0.1060 0.1030 0.1369 0.0573 0.0861 0.2145 0.2437 0.0715 0.0966 0.969 0.866 0.987 0.941 0.77 

6 0.0390 0.0581 0.0724 0.0788 0.0407 0.0534 0.1243 0.1164 0.0615 0.0531 0.994 0.987 0.997 0.994 0.55 

7 0.0254 0.0616 0.0255 0.0692 0.0359 0.0635 0.0321 0.0851 0.0506 0.0786 0.998 0.988 0.999 0.994 0.83 

8 0.0249 0.0654 0.0281 0.0685 0.0295 0.0730 0.0388 0.0797 0.0350 0.0945 0.998 0.986 0.999 0.993 0.86 

9 0.0444 0.0691 0.0562 0.0928 0.0523 0.1040 0.0777 0.1223 0.0725 0.1598 0.928 0.826 0.965 0.911 0.59 

10 0.0221 0.0700 0.0224 0.0745 0.0265 0.0770 0.0315 0.0781 0.0374 0.1081 0.999 0.986 0.999 0.993 0.90 

11 0.0302 0.0710 0.0322 0.0670 0.0312 0.0626 0.0302 0.0587 0.0379 0.0801 0.998 0.991 0.999 0.996 0.82 

12 0.0283 0.0724 0.0265 0.0805 0.0409 0.0833 0.0388 0.0929 0.0568 0.1071 0.998 0.985 0.999 0.993 0.85 

13 0.0310 0.0830 0.0341 0.0805 0.0313 0.0985 0.0501 0.0883 0.0386 0.1265 0.998 0.983 0.999 0.991 0.86 

14 0.0292 0.0670 0.0286 0.0692 0.0377 0.0742 0.0358 0.0829 0.0411 0.0855 0.998 0.990 0.999 0.995 0.81 

15 0.0512 0.0544 0.0772 0.0773 0.0953 0.0910 0.1091 0.0837 0.1619 0.1265 0.980 0.978 0.990 0.989 0.12 

16 0.0403 0.0582 0.0503 0.0544 0.0588 0.0701 0.0514 0.0636 0.0835 0.1052 0.990 0.979 0.995 0.990 0.52 

17 0.0465 0.1116 0.0568 0.1099 0.0816 0.1571 0.0881 0.1455 0.0674 0.1789 0.991 0.945 0.996 0.976 0.83 

18 0.0415 0.0482 0.0463 0.0519 0.0487 0.0491 0.0600 0.0589 0.0623 0.0595 0.993 0.990 0.997 0.995 0.26 

19 0.0299 0.0425 0.0344 0.0518 0.0377 0.0550 0.0360 0.0679 0.0481 0.0593 0.988 0.975 0.994 0.987 0.50 

20 0.0246 0.0460 0.0345 0.0616 0.0306 0.0623 0.0499 0.0795 0.0389 0.0695 0.994 0.979 0.997 0.989 0.71 

21 0.1836 0.1169 0.1140 0.0725 0.2924 0.1444 0.1002 0.0934 0.3212 0.1841 0.910 0.963 0.963 0.982 -1.46 

22 0.0286 0.0534 0.0334 0.0700 0.0375 0.0647 0.0347 0.0806 0.0498 0.0786 0.995 0.984 0.998 0.992 0.71 

23 0.0457 0.0832 0.0549 0.0973 0.0611 0.1017 0.0574 0.1164 0.0969 0.1348 0.991 0.972 0.996 0.986 0.70 

24 0.0502 0.0423 0.0689 0.0598 0.0488 0.0400 0.0973 0.0804 0.0619 0.0425 0.981 0.986 0.990 0.993 -0.40 

25 0.0270 0.0493 0.0259 0.0500 0.0416 0.0526 0.0331 0.0554 0.0538 0.0532 0.998 0.992 0.999 0.996 0.70 

26 0.0323 0.0453 0.0392 0.0445 0.0326 0.0466 0.0585 0.0425 0.0420 0.0516 0.996 0.992 0.998 0.996 0.49 

27 0.0282 0.0476 0.0408 0.0989 0.0346 0.0422 0.0598 0.1577 0.0393 0.0485 0.990 0.971 0.995 0.989 0.65 

28 0.0528 0.0892 0.0859 0.0941 0.0744 0.1486 0.1760 0.1825 0.1101 0.2057 0.993 0.979 0.996 0.990 0.65 

29 0.0616 0.0901 0.0642 0.1014 0.1049 0.1234 0.0953 0.1176 0.1116 0.1520 0.989 0.976 0.994 0.988 0.53 

Table 12. Symphony/autoencoder model validation and comparison with hydrodynamic 

model hindcasts on development set (2016) with quality-controlled data feeds 
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# 
RMSE 

Top 5% 
RMSE 

Bot 5%  
RMSE 

Top 1% 
RMSE 

Bot 1%  
RMSE 

R2 Correlation 
BSS 

AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ AEQ HMQ 

0 0.0321 0.0680 0.0393 0.0855 0.0521 0.0894 0.0507 0.0937 0.0542 0.0956 0.978 0.901 0.989 0.966 0.78 

1 0.0476 0.0684 0.0387 0.0721 0.0872 0.1051 0.0627 0.0878 0.1791 0.1929 0.990 0.980 0.995 0.991 0.52 

2 0.0435 0.0891 0.0536 0.0805 0.0491 0.0965 0.0679 0.1006 0.0634 0.1102 0.998 0.990 0.999 0.995 0.76 

3 0.0291 0.0600 0.0353 0.0762 0.0310 0.0716 0.0548 0.0898 0.0322 0.0768 0.996 0.984 0.998 0.993 0.77 

4 0.0486 0.0922 0.0556 0.0662 0.0916 0.1157 0.0613 0.0686 0.1469 0.1509 0.986 0.948 0.994 0.975 0.72 

5 0.0541 0.1133 0.1281 0.1567 0.0522 0.1033 0.2570 0.2703 0.0457 0.1029 0.966 0.853 0.985 0.937 0.77 

6 0.0320 0.0561 0.0412 0.0639 0.0467 0.0647 0.0596 0.0841 0.0553 0.0768 0.996 0.988 0.998 0.994 0.67 

7 0.0298 0.0618 0.0379 0.0695 0.0407 0.0659 0.0474 0.0785 0.0484 0.0813 0.997 0.988 0.999 0.994 0.77 

8 0.0294 0.0665 0.0363 0.0679 0.0399 0.0762 0.0518 0.0804 0.0415 0.0935 0.997 0.986 0.999 0.993 0.80 

9 0.0511 0.1073 0.0614 0.2862 0.0592 0.0875 0.0849 0.5620 0.0703 0.0938 0.918 0.637 0.967 0.828 0.77 

10 0.0280 0.0757 0.0348 0.0871 0.0411 0.0743 0.0511 0.1064 0.0506 0.0930 0.998 0.984 0.999 0.992 0.86 

11 0.0304 0.0688 0.0299 0.0652 0.0412 0.0688 0.0342 0.0677 0.0539 0.0839 0.998 0.992 0.999 0.996 0.80 

12 0.0326 0.0770 0.0340 0.0814 0.0480 0.0845 0.0426 0.0954 0.0543 0.1062 0.997 0.983 0.999 0.992 0.82 

13 0.0457 0.0902 0.0892 0.1248 0.0459 0.0970 0.1810 0.2000 0.0492 0.1219 0.995 0.979 0.998 0.990 0.74 

14 0.0260 0.0678 0.0258 0.0691 0.0290 0.0801 0.0243 0.0821 0.0364 0.0985 0.999 0.990 0.999 0.995 0.85 

15 0.0464 0.0548 0.0503 0.0610 0.0494 0.0772 0.0721 0.0785 0.0651 0.0935 0.984 0.978 0.992 0.989 0.28 

16 0.0359 0.0599 0.0363 0.0553 0.0641 0.0739 0.0392 0.0531 0.0995 0.0871 0.992 0.978 0.996 0.990 0.64 

17 0.0452 0.1135 0.0564 0.0881 0.0638 0.1529 0.0720 0.1076 0.0755 0.1582 0.991 0.944 0.996 0.975 0.84 

18 0.0650 0.0726 0.0598 0.0540 0.0668 0.0887 0.0759 0.0597 0.0611 0.1073 0.983 0.978 0.991 0.989 0.20 

19 0.0325 0.0422 0.0430 0.0514 0.0459 0.0570 0.0675 0.0656 0.0555 0.0646 0.986 0.977 0.993 0.988 0.41 

20 0.0259 0.0439 0.0430 0.0566 0.0307 0.0615 0.0720 0.0824 0.0329 0.0757 0.994 0.982 0.997 0.991 0.65 

21 0.1597 0.1216 0.2922 0.1691 0.1132 0.1314 0.4487 0.3087 0.1666 0.1621 0.934 0.962 0.975 0.981 -0.73 

22 0.0308 0.0547 0.0318 0.0665 0.0412 0.0670 0.0356 0.0828 0.0466 0.0679 0.995 0.983 0.997 0.992 0.68 

23 0.0476 0.0817 0.0576 0.0939 0.0749 0.1041 0.0884 0.1219 0.0894 0.1127 0.991 0.973 0.995 0.986 0.66 

24 0.0533 0.0603 0.0767 0.0569 0.0661 0.0490 0.0939 0.0594 0.0769 0.0558 0.979 0.973 0.989 0.987 0.22 

25 0.0311 0.0516 0.0322 0.0525 0.0393 0.0598 0.0427 0.0580 0.0483 0.0689 0.997 0.992 0.999 0.996 0.64 

26 0.0337 0.0457 0.0426 0.0474 0.0472 0.0492 0.0561 0.0502 0.0511 0.0558 0.995 0.992 0.998 0.996 0.46 

27 0.0309 0.0502 0.0439 0.0772 0.0281 0.0494 0.0520 0.0931 0.0294 0.0505 0.988 0.968 0.994 0.987 0.62 

28 0.0553 0.0943 0.0406 0.0656 0.0722 0.1569 0.0345 0.0629 0.0919 0.1990 0.992 0.977 0.996 0.989 0.66 

29 0.0591 0.0894 0.0575 0.0984 0.0898 0.1117 0.0748 0.1280 0.1571 0.1194 0.989 0.975 0.995 0.987 0.56 

Table 13. Symphony/autoencoder model validation and comparison with hydrodynamic 

model hindcasts on test set (2017) with quality-controlled data feeds 
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Figure 26. Symphony/autoencoder model evaluation and comparison with hydrodynamic model 

hindcasts on development set (2016) with quality-controlled feeds 
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Figure 27. Symphony/autoencoder model evaluation and comparison with hydrodynamic model 

hindcasts on test set (2017) with quality-controlled feeds 
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 Excluding Station 21, the symphony/autoencoder models achieve excellent accuracies on 

the ideal data. The overall RMSEs of autoencoders range from 0.022 to 0.065 m, lower than the 

hydrodynamic model’s RMSE range 0.042 to 0.113 m which is already a very good performance. 

For the highest 5% water levels, which are more important considering flood risks, the RMSEs of 

symphony/autoencoder models range from 0.022 to 0.128 m, also better than the hydrodynamic 

model’s RMSE range of 0.045 to 0.286 m. For the highest 1% water levels, the RMSEs of 

symphony/autoencoder models range from 0.024 to 0.257 m, still better than the hydrodynamic 

model’s RMSE range of 0.042 to 0.562 m. Similar advantages by the symphony/autoencoder 

models are found for the bottom 5% and 1% water levels.  

Both symphony/autoencoder models and hydrodynamic model hindcasts have high R2 

and correlation. Symphony/autoencoder models have slight advantage for most of the stations. At 

Station 9 (Figure 28), Barnegat Bay at Mantoloking, NJ, where the gauge is located deep inside 

of the Barnegat Bay, the performance of the symphony/autoencoder model is much better than 

that of the hydrodynamic model hindcasts. Possible reasons could be that the hydrodynamic 

model grid cell sizes may be restricted at the inlet or inside of the bay and that the tides there have 

the least influence on the total water levels among the 30 stations. Beside Station 21, there is only 

one station - Station 24, Nantucket, MA - where the autoencoder model results are poorer than the 

hydrodynamic model results, with slightly higher overall RMSE and RMSE of the highest 5%, 

and slightly lower R2 and correlation. This is also reflected in BSS values. Most stations have 

positive BSS values, indicating the symphony/autoencoder models outperform the hydrodynamic 

model hindcasts. Only Station 21 and Station 24 have negative BSS, indicating the 

underperformance of the autoencoders at these two stations. 
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Figure 28a. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 9.  
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Figure 28b. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 9. 
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Similarly, the symphony/autoencoder models with real-world data feeds and the 

hydrodynamic model hindcasts are also evaluated on the raw data feeds in the development set 

and the test set. The performances on the five metrics are tabulated in Table 15 and Table 16 and 

visualized in Figure 29 and Figure 30. 

 

# 
RMSE Top 5% RMSE R2 Correlation 

BSS 
AE HM AE HM AE HM AE HM 

0 0.0300 0.0603 0.0530 0.0719 0.979 0.917 0.990 0.969 0.75 

1 0.0413 0.0546 0.0396 0.0672 0.993 0.987 0.996 0.994 0.43 

2 0.0540 0.0974 0.0712 0.0808 0.996 0.988 0.998 0.994 0.69 

3 0.0247 0.0569 0.0292 0.0676 0.997 0.985 0.999 0.994 0.81 

4 0.0543 0.0841 0.0580 0.0683 0.982 0.957 0.992 0.979 0.58 

5 0.0578 0.1091 0.1041 0.1369 0.960 0.857 0.983 0.937 0.72 

6 0.0468 0.0623 0.1283 0.1290 0.991 0.985 0.996 0.993 0.43 

7 0.0287 0.0616 0.0297 0.0692 0.997 0.988 0.999 0.994 0.78 

8 0.0265 0.0654 0.0306 0.0685 0.998 0.986 0.999 0.993 0.84 

9 0.0474 0.0691 0.0574 0.0928 0.918 0.826 0.959 0.911 0.53 

10 0.1325 0.1370 0.0239 0.0745 0.952 0.949 0.976 0.974 0.07 

11 0.0322 0.0710 0.0324 0.0670 0.998 0.991 0.999 0.996 0.79 

12 0.0339 0.0724 0.0273 0.0805 0.997 0.985 0.998 0.993 0.78 

13 0.0455 0.0830 0.0349 0.0805 0.995 0.983 0.997 0.991 0.70 

14 0.0318 0.0670 0.0282 0.0692 0.998 0.990 0.999 0.995 0.77 

15 0.0635 0.0658 0.0822 0.0785 0.970 0.968 0.985 0.984 0.07 

16 0.0414 0.0582 0.0519 0.0544 0.989 0.979 0.995 0.990 0.49 

17 0.0700 0.1217 0.0660 0.1099 0.979 0.935 0.989 0.970 0.67 

18 0.0429 0.0482 0.0486 0.0519 0.992 0.990 0.996 0.995 0.21 

19 0.0305 0.0425 0.0369 0.0518 0.987 0.975 0.994 0.987 0.48 

20 0.0247 0.0460 0.0343 0.0616 0.994 0.979 0.997 0.989 0.71 

21 0.1884 0.1169 0.1206 0.0725 0.905 0.963 0.962 0.982 -1.59 

22 0.0293 0.0534 0.0329 0.0700 0.995 0.984 0.998 0.992 0.70 

23 0.0468 0.0832 0.0558 0.0973 0.991 0.972 0.996 0.986 0.68 

24 0.0543 0.0425 0.0715 0.0598 0.978 0.986 0.989 0.993 -0.63 

25 0.0282 0.0493 0.0260 0.0500 0.998 0.992 0.999 0.996 0.67 

26 0.0334 0.0453 0.0356 0.0445 0.995 0.992 0.998 0.996 0.46 

27 0.0285 0.0476 0.0406 0.0989 0.989 0.971 0.995 0.989 0.64 

28 0.1051 0.1567 0.2147 0.2698 0.972 0.937 0.986 0.968 0.55 

29 0.0951 0.1011 0.1060 0.1764 0.973 0.969 0.987 0.985 0.12 

Table 14. Symphony/autoencoder model validation and comparison with hydrodynamic 

model hindcasts on development set (2016) with raw data feeds 

 



77 
 

# 
RMSE Top 5% RMSE R2 Correlation 

BSS 
AE HM AE HM AE HM AE HM 

0 0.0330 0.0680 0.0401 0.0855 0.977 0.901 0.988 0.966 0.76 

1 0.0919 0.1042 0.3534 0.3593 0.965 0.954 0.982 0.978 0.22 

2 0.0445 0.0891 0.0540 0.0805 0.998 0.990 0.999 0.995 0.75 

3 0.0302 0.0600 0.0354 0.0762 0.996 0.984 0.998 0.993 0.75 

4 0.0540 0.0922 0.0552 0.0662 0.982 0.948 0.992 0.975 0.66 

5 0.0698 0.1205 0.2264 0.2385 0.945 0.835 0.974 0.928 0.66 

6 0.0333 0.0561 0.0414 0.0639 0.996 0.988 0.998 0.994 0.65 

7 0.0310 0.0618 0.0380 0.0695 0.997 0.988 0.998 0.994 0.75 

8 0.0305 0.0665 0.0366 0.0679 0.997 0.986 0.998 0.993 0.79 

9 0.0521 0.1073 0.0615 0.2862 0.914 0.637 0.965 0.828 0.76 

10 0.0286 0.0757 0.0350 0.0871 0.998 0.984 0.999 0.992 0.86 

11 0.0306 0.0688 0.0301 0.0652 0.998 0.992 0.999 0.996 0.80 

12 0.0344 0.0770 0.0347 0.0814 0.997 0.983 0.998 0.992 0.80 

13 0.0469 0.0902 0.0894 0.1248 0.994 0.979 0.997 0.990 0.73 

14 0.0264 0.0678 0.0259 0.0691 0.999 0.990 0.999 0.995 0.85 

15 0.0641 0.0642 0.0846 0.0871 0.969 0.969 0.985 0.985 0.00 

16 0.0368 0.0599 0.0370 0.0553 0.992 0.978 0.996 0.990 0.62 

17 0.0566 0.1200 0.1218 0.1493 0.986 0.937 0.994 0.972 0.78 

18 0.0662 0.0726 0.0617 0.0540 0.982 0.978 0.991 0.989 0.17 

19 0.0330 0.0422 0.0432 0.0514 0.986 0.977 0.993 0.988 0.39 

20 0.0266 0.0439 0.0430 0.0566 0.993 0.982 0.997 0.991 0.63 

21 0.1606 0.1230 0.2929 0.1691 0.933 0.961 0.975 0.980 -0.70 

22 0.0313 0.0547 0.0316 0.0665 0.995 0.983 0.997 0.992 0.67 

23 0.0483 0.0817 0.0579 0.0939 0.991 0.973 0.995 0.986 0.65 

24 0.0547 0.0603 0.0766 0.0569 0.978 0.973 0.989 0.987 0.18 

25 0.0317 0.0516 0.0333 0.0525 0.997 0.992 0.998 0.996 0.62 

26 0.0342 0.0457 0.0429 0.0474 0.995 0.992 0.998 0.996 0.44 

27 0.0314 0.0502 0.0435 0.0772 0.987 0.968 0.994 0.987 0.61 

28 0.0935 0.1327 0.0428 0.0656 0.978 0.956 0.989 0.978 0.50 

29 0.0745 0.1168 0.0598 0.0984 0.983 0.957 0.991 0.978 0.59 

Table 15. Symphony/autoencoder model validation and comparison with hydrodynamic 

model hindcasts on test set (2017) with raw data feeds 
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Figure 29. Symphony/autoencoder model evaluation and comparison with hydrodynamic model 

hindcasts on development set (2016) with raw data feeds 
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Figure 30. Symphony/autoencoder model evaluation and comparison with hydrodynamic model 

hindcasts on test set (2017) with raw data feeds 
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With real-world data, the symphony/autoencoder models also outperform the 

hydrodynamic model hindcast at 27 out of the 30 stations. Excluding Station 21, the autoencoder 

models attain overall RMSEs ranging from 0.025 to 0.133 m, lower than the hydrodynamic 

model hindcast’s range 0.042 to 0.157 m. For the highest 5% water levels, the RMSEs of 

autoencoders range from 0.024 to 0.353 m, also better than the hydrodynamic model’s range 

0.045 to 0.359 m. Similarly, hydrodynamic model hindcasts perform especially poor at Station 9, 

with a R2 value of 0.637 on the test set, while the autoencoder achieves 0.914. At Station 24, the 

hydrodynamic model hindcasts are slightly better than the autoencoder results. At Station 15, the 

performances are almost the same.  

The RMSE range, 0.025 to 0.133 m, achieved by the autoencoder models with raw data 

feeds are in line with the RMSEs, from 0.05 to 0.09 m, achieved in the study of Huang et al. 

(2003). In that study, the model uses the last 4 hours’ observed water levels at a NOAA station to 

estimate the current hour water level at a local station. The model has no tolerance for 

intermittent missing inputs. Moreover, since the spatio-temporal relationship between stations is 

one-to-one, when the NOAA station has a long data gap, the model has no backup relationships 

and cannot make any estimation. In this study, the use of a network of observation stations, the 

autoencoder-decoder, the DID method, and the symphony method all give resilience to missing 

observations at an individual station. This study also tests all the inputs variations including 6 

feature combinations of water levels, tides, and surges and various time horizons, up to 49 

lookback hours and up to 24 extended tide hours, to find the optimal MLP model for each station. 

Similarly, the inputs of the autoencoder models also cover water level information of the past day 

and tides of the next day, more inclusive than the 4-hour horizon in the previous study.  

Station 21 is seen as an outlier. It shows the limitation of the neural network models 

based on spatio-temporal relationships, that performances at stations in the furthest upstream of 
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rivers are not reliable. The symphony/autoencoder model can be fed with observations from such 

stations as inputs but should not be applied to these stations for estimation. 

The comparison of symphony/autoencoder models and hydrodynamic model hindcasts is 

limited in several respects, and does not broadly mean that ANN is better than hydrodynamic 

modeling or should replace hydrodynamic modeling. First, the estimations are restricted to 

nowcast and hindcast, and for specific locations only. Second, inputs of both models are restricted 

to data of the past – for the autoencoders, the past water levels and for the hydrodynamic model 

hindcasts, the past meteorological and hydrological information. In this sense, the autoencoder 

models outperform the hydrodynamic model hindcasts at 28 out of the 30 stations. Nevertheless, 

the purposes and utilities of the two models are different. The autoencoder model is for nowcast 

and hindcast since it is based on observations, but the hydrodynamic model can also do forecast 

provided with simulated future meteorological and hydrologic data. The autoencoder model is 

based on location-specific relationships which cannot be transferred to other locations, whereas 

the hydrodynamic model is based on the full physics which can be applied universally. The 

autoencoder estimations are evaluated against the observations, and the comparison with the 

SFAS hydrodynamic model hindcasts is just a reference to the performance of the best (Georgas 

et al., 2016) available water level estimations in this region. 

In summary, autoencoder-decoder models with the symphony method are capable of 

making highly accurate estimations of the concurrent hourly water levels. Their performances not 

only beat the traditional IDW spatial interpolation by big margins, but also are comparable or 

better than those achieved by the SFAS hydrodynamic model hindcasts at most of the stations. To 

get the best results, the input data feeds require quality control, otherwise inaccurate observations 

would introduce error to the model. Finally, application of symphony/autoencoder models to the 

upstream stations should be avoided, as the estimation lacks water level information further 
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upstream. All the symphony/autoencoder model estimations on out-of-sample data (2016 and 

2017) with quality-controlled data feeds are available in Appendix 2. 
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CHAPTER 4 – APPLICATIONS 

 

 Water level estimations with an autoencoder-decoder model have many advantages. First, 

the model only runs on water level observations - tides can be obtained through harmonic 

analysis and surges can be obtained by removal of tides. With a few gauges over a certain period 

of time, such a model can be built for that area. It does not require information about bathymetry, 

wind, and other features that are necessary in hydrodynamic modelling. Second, for estimation 

the neural network model only executes a single feed-forward loop, and the computation is light 

enough to be considered as in real-time. In contrast, a hydrodynamic model usually requires 

significant computational resource and time. Third, the autoencoder model is capable of 

achieving close-to-observation accuracy, at least for the 29 stations (not including Station 21) in 

this study. 

 Nonetheless, the neural network model has its limitations, which should be fully 

appreciated in its applications. The model is restricted by the nature of any statistical model, by 

the quality, quantity and variety of its training data. It does not know the physics - the rules to 

follow in any situation, but only know the subtle relationships in its prior experiences, which are 

basically information in the training data.  

a) A minimum length of historical data is required for tide harmonic analysis and for neural 

network model training.  

b) The model requires quality-controlled data inputs; inaccurate observations from the other 

stations are to be filtered. 

c) In extreme events, which rarely appear in the training samples, estimations by the model 

should be used with caution.  
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d) Although the DID method and the symphony method alleviate the missing input problem, 

the estimation would not be reliable when a large portion of inputs are missing.  

e) Estimations for stations in the furthest upstream rivers are likely to be unreliable, because 

information of further upstream is not in the inputs. 

 

4.1 Real-time, filled observation data 

 The basic function of the autoencoder models is to provide concurrent water level 

estimations based on the spatio-temporal relationships among water levels in the region. The 

computation of the feed-forward loop is fast and can be considered real-time, especially at hourly 

intervals. The estimations are highly accurate for most of the occasions. During extreme events, 

the results might be less accurate. But more importantly, the estimations could be the only 

alternatives to the observations for the moment. The two major real-time use cases are water 

surface monitoring and data assimilation. 

Water surface monitoring: 

Water levels at different stations in a region can be interpolated into water surface maps. 

Real-time observed water levels can produce real-time water surface maps, which are useful in 

flood monitoring as well as under-keel clearance and bridge clearance alerts for ships in shipping 

channels. 

Interpolated maps with missing observations lack quality around the missing nodes. The 

autoencoder models could provide water level estimations to replace the missing observations in 

near real-time, and make the water surface maps and the monitoring systems more reliable.  
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Data assimilation: 

 Assimilation of observed water levels could be an integral part of some hydrodynamic 

models. Generally, in operational forecast systems, observations are assimilated at two stages, in-

model and post-model. For example, the boundary forcing can be corrected by the local observed 

water levels in the ramp-up period - data is assimilated as the model runs. For another example, 

water levels predicted by the model can be nudged closer to the local observations – data is 

assimilated after the model runs. The quality and availability of data is important to such 

hydrodynamic models. If the data assimilation module is hard-coded with no tolerance for 

missing observation data, the model could get inferior results or just would not run. Water level 

estimations provided by the autoencoder models guarantees continuous data feeds for such data-

dependent hydrodynamic models and keep the system operational. 

 In any real-time use cases, the models can be trained online – at proper time intervals, 

new data is absorbed into the training dataset and the models are re-trained. This way the models 

are continually updated with recent experiences. 

 

4.2 Continuous historical data 

 Water level estimations by neural network models can be used to fill the gaps in the 

historical observation timeseries. The existing method of filling the gaps, interpolation over total 

water levels or surges, is only effective for small gaps of at most a few hours. Large gaps could 

be filled by a well-validated hydrodynamic model. Neural network models provide an alternative 

set of water level estimations for a continuous history. 



86 
 

 Take Station 7, Sandy Hook, NJ for example. Due to Hurricane Sandy, the station has no 

water level records for more than a month from 2012-10-30 00:00 to 2012-12-07 15:00 UTC. The 

lost period is recovered by the autoencoder models with symphony method and is plotted in 

Figure 31. As a reference, the RMSEs of this model performed on the development set and the 

test set are 0.025 and 0.030 m respectively, less than half of the RMSEs achieved by the 

hydrodynamic model hindcasts of the same periods.  

 

Figure 31. Continuous historical water level records recovered by the symphony/autoencoder 

model for the period after Hurricane Sandy at Station 7, Sandy Hook, NJ. 
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The symphony/autoencoder model estimations (black line) are plotted from 2012-10-26 

to 2012-12-31, along with the available observations (red line). The general alignment of these 

two lines before Sandy and after Dec 7 shows the accuracy of the estimation. For the period from 

Dec 7 to 29 the estimations are actually out-of-sample, because these data are from the secondary 

gauge and are not in the database of the SFAS; they were not in the model’s training dataset. The 

estimation RMSEs on these out-of-sample data are about 0.033 m. 

The nonalignment starts to appear in the trough prior to the Sandy peak and then 

continues into the Sandy peak before the record is lost. This shows the vulnerability of the neural 

network model performing on extreme events. During the Hurricane Sandy peak, observations 

from many other stations have various degrees of discontinuity and irregular patterns. The quality 

of inputs during the peak is not as good in the first place. On the other hand, the model saw much 

fewer extreme instances in training. The estimation during extreme events therefore should be 

used with caution. The most valuable part is the model estimations after Sandy to Dec 7, 2019 

when observation resumed. Interpolation along timeseries does not work well for such a long 

period of gap. Neural network model estimations are the alternative water level records here and 

can be used in other researches with high confidence. 

Estimations of historical water levels can be used in studies of sea level rise (e.g. Piecuch, 

2017). Datasets for the 1800s exist but are often from differing sites in the same harbor (Devlin et 

al., 2014; Talke et al., 2018) and these methods can help create a complete timeseries dataset for 

one central location. Having continuous data at as many stations as possible in the 1800s is 

important to the computation of global sea level rise (Church and White, 2011). The 1800s 

observations notably often do not include other meteorological (e.g. wind and atmospheric 

pressure) or hydrologic data (e.g. streamflow), some of which were not invented yet, so a method 

like ours that uses only tide gauge data is ideal. 
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4.3 Virtual observation station 

 Having learned the spatio-temporal relationships, if a station is suspended or removed, 

the autoencoder model can still provide water level estimations for this station. The water levels 

at the other stations and the known tides continue to feed the model for it to function. The model 

then becomes a virtual station.  

 The symphony/autoencoder model results in development set and test set, both out of 

sample, are actually what the virtual stations would perform if one of the stations was removed. 

Performances at 3 representative stations, Stations 2, 20, and 9, on the year of 2017 are plotted in 

Figure 32, Figure 33, and Figure 34 as examples. Performances at all the stations are available 

in Appendix 2. 

 As mentioned in Chapter 3, Station 2, Kings Point, NY, represents complicated spatial 

relationships, where the tidal phases are different at its surrounding stations. Station 20, New 

London, CT, represents simple spatial relationships. Station 9, Barnegat Bay at Mantoloking, NJ, 

is a unique station, located inside a barrier island and having the least tidal influence. If one of 

these stations was removed in 2017, the virtual station could provide water level estimations with 

RMSEs 0.044, 0.026, and 0.051 m respectively for the year. At Station 2, all the fluctuations 

would be captured almost perfectly. At Station 20, the model would slightly underestimate the 

peak of a high tide on Mar 14. Other than that, the performance would be also almost perfect. At 

Station 9, where water levels are obviously dominated by surges, the model estimations would be 

slightly off from time to time but in general are consistent with the reality.  

 The estimations provided by the virtual stations not only help users to have water level 

information when they cannot obtain it from the physical observation stations, but also to some 

degree call into question the necessity of permanently keeping the physical stations which run on 
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high operation and maintenance costs. For example, Stevens Institute maintains dozens of special 

water level observation stations for a project funded by the Port Authority of New York and New 

Jersey, which are used primarily to provide local observations and bias correction data for the 

forecast model. Substantial savings could be realized in the future if some of these were replaced 

with virtual stations. 
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Figure 32a. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 2. 
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Figure 32b. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 2.  
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Figure 33a. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 20.  
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Figure 33b. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 20. 
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Figure 34a. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 9. 
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Figure 34b. Hourly water level estimations by the symphony/autoencoder model, compared with 

observations and SFAS hindcasts at Station 9.  
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CHAPTER 5 – CONCLUSIONS AND FUTURE RESEARCH 

 

 By learning the spatio-temporal relationships among water levels, tides and surges, 

autoencoder-decoder models are capable of estimating the concurrent water levels with high 

accuracy and stability. Stand-alone autoencoder models with quality-controlled inputs achieve 

RMSEs ranging from 0.024 to 0.074 m on out-of-sample data at 29 of 30 stations, and with 

symphony method their RMSEs are further reduced to 0.022 to 0.065 m. The RMSEs achieved by 

the autoencoder models are just fractions of those achieved by the deterministic IDW spatial 

interpolation (a 24% to 92% reduction in RMSE), in which the weights are based on fixed 

station-to-station distances, showing that the nonlinearity in the real spatial relationships is 

captured by the artificial neural networks. Moreover, the autoencoder model results are even 

slightly better than the SFAS hydrodynamic model hindcasts (with RMSEs ranging from 0.042 to 

0.113 m) at 28 of the stations, showing their promise of producing reliable observation 

alternatives.  

 One primary academic contribution of this study is the use of autoencoder-decoder model 

for capturing the spatio-temporal relationships. Pure MLP models could achieve comparable 

accuracy, but their results are less stable. Presumably, the models have formed a narrow focus on 

a few hidden signals through training, causing overfitting and vulnerable to sporadic periods with 

large errors that are not acceptable in an operational system. On the contrary, the estimations of 

the autoencoder models come from relationships within the coding layer, the compressed 

representations of water information for the whole region, and therefore have more diversified 

signals. The comparison among solo model performances with quality-controlled feeds show that 

the MLP models never outperform the autoencoder models by more than about 40% in RMSE, 

but at a few stations, the MLP model underperform the autoencoder models by more than 200%.  
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Because of stability, in addition to accuracy, the autoencoder models are an excellent choice for 

water level estimation.  

 The second contribution is the effort to handle missing inputs, a critical issue left out of 

prior studies. The Designated Inverse Dropout method ignores the missing inputs and uses the 

remaining valid inputs to guarantee an output. The symphony method replaces missing inputs 

with model estimations at the other stations and it invariably improves performances of the 

autoencoder models at all 30 stations with both quality-controlled and raw data feeds. 

 The third contribution is the demonstration of potential applications of providing highly 

accurate water level nowcast and hindcast in the region. A hindcast fills the gaps in the historical 

observations and make them continuous datasets for other oceanographic studies. An accurate 

nowcast makes it possible to be have a virtual station, to provide alternative water level 

information for users when the gauge is no longer in use, and could potentially save the expense 

of operating a permanent, physical station. Additionally, the estimated water levels can be used in 

water surface mapping and data assimilation for operational hydrodynamic models. 

 Nonetheless, the quality of the autoencoder models, like of all statistical models, relies on 

the quality and availability of their input data. Although the symphony method and the designated 

inverse dropout method guarantee generation of outputs in operation and to some degree alleviate 

the impact of missing data, it is possible to have periods with such scarce inputs that they simply 

cannot provide sufficient information for a model to make accurate water level estimations. This 

modeling approach should also be used with caution for extreme events, for which the models 

have very little historical data to be trained on. As a result, the estimations for extreme events 

should be used with caution. Limitations are also found at the station in the furthest upstream of a 

river, where the necessary information further upstream is absent in the inputs of the model. 
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Again, as a result, the autoencoder model should not be applied to such stations. Lastly, the input 

data fed to the autoencoder models are better to be quality-controlled, since erroneous inputs 

downgrade the model accuracy. 

 This thesis is a focused foray into the use of Artificial Neural Networks for modeling 

coastal and estuarine water levels. As such, several areas of additional future research can help 

broaden our understanding of the potential for these models for this purpose, including the 

following topics: 

• Evaluate the utility of including meteorological and hydrological forcing variables in the 

ANN water level models. For example, the poor performance of the model at Station 21, 

Hudson River at Albany, NY, caused by lacking water level information further upstream, 

could be remedied by feeding river run-off information into the model.  

• Evaluate the utility of extracting and incorporating sequential patterns in surges in the ANN 

water level models. This study assumed that temporal evolution at one station was included in 

the spatial relationships and time lags. It would be useful to evaluate whether there is any 

possible improvement by integrating the sequential relationships. 

• With more computation resources, an even more exhaustive search could be conducted for 

the best model structures and hyperparameters - for example, train deeper nets with more 

hidden layers and use different regularization methods (e.g. L1). 

• Train models to capture the relationships between the observed local water level and the 

predicted water levels by the hydrodynamic model. Autoencoder-decoder and convolutional 

neural networks can be used to extract information from the hydrodynamic model outputs. 

The spatio-temporal relationships learned can be used to estimate water levels in the future, 

since the inputs are no longer restricted to observations, but are the forecast water levels from 
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the hydrodynamic model. Basically, this would be an advanced version of the hydrodynamic 

model bias correction. 

• Investigate the impacts of having different numbers of stations as well as a range of station 

density and diversity in the model. Also, experiment with building models that have a wider 

spatial coverage, for example, a model that includes all the stations on the U.S. East or West 

Coast.  

• Provide prediction intervals to convey the level of uncertainty. To obtain the point-level 

prediction interval for nonlinear regression (e.g. neural networks) is very hard but is valuable. 

An actionable approach could be using another nonlinear regression model to learn the 

uncertainty on a validation set. 

Moreover, future research should explore the potential applications of ANN modeling 

that were described in Chapter 4, including creation of continuous historical datasets, virtual data 

stations, real-time water surface mapping, and data assimilation for hydrodynamic models. 

In an era of great advancements in deep learning and the broader field of machine 

learning, evolving statistical models with ever-increasing computing power bring new life to one 

of the less respected pillars in oceanographic research – empirical models. These modern 

statistical models, which have found great applications in the other fields like image classification 

and speech recognition, could also find wide use in coastal oceanographic research by 

complementing two of the most central pillars – observations and hydrodynamic modelling – to 

solve real-world problems. 
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APPENDICES 

Appendix 1. Comparison between IDW and MLP generic models in RMSE (m) 
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Appendix 2. Hourly water level estimations by symphony/autoencoder models on out-of-

sample data with quality-controlled data feeds, compared with observations and SFAS 

hindcasts. 
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